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Computer architecture for mainstream desktop and server machines is changing.
What began with single-core machines and is mostly multi-core today will be many-
core in the future — much more processor cores, and consequentially overall different
system architecture and interconnect. This provides challenges for designers and en-
gineers to provide backwards compatibility for existing software on modern machines:
hardware may no longer provide features, like cache coherency, programmers have
been accustomed to and software relies on. This report proposes a solution in form of
virtualization layer, consisting of distributed hypervisors, to provide those features the
real machines lack, thus allowing coexistence of old and new applications on modern
platforms.

1 Introduction

Due to advancements in processor manufacturing processes over the last years, the
classic architecture of “mainstream” computers — especially, those based on the Intel
32-bit architecture and its descendants —is changing. What first started with the single-
processor 8086 as the IBM PC is now one of the most successful architectures in the
market, ranging from small laptops to mid- and high-end servers. All these systems
are multi-core machines today, following the well-known shared-memory symmetric
multi-processing (SMP) model.

However, SMP has its drawbacks. With an increasing number of cores, inter-core
communication overhead increases as well. If each core needs to communicate with
each other, for example to maintain cache coherency (a necessary prerequisite for
SMP operation), it places a natural limit on how many cores can be integrated. Even
though these limits can be increased by using well-known techniques from cluster ma-
chines [12] — like directory nodes to restrict the set of cores that need to receive cache-
related messages — this merely delays the problem. Therefore, researchers are striving
for other architectures to build future many-core chips; processors with far higher num-
bers of cores than today’s, and a potentially very different system and interconnect
architecture.

An example of a potential prototype for such an architecture is the Intel Single-
chip Cloud Computer (SCC) [5], a 48-core research processor developed at Intel Labs
Braunschweig, Germany. Even though individual cores still use the well-known x86 in-
struction set and can execute a standard operating system like Linux, the chip does not
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support an SMP OS (like a single standard Linux kernel instance running concurrently
on more than one core) due to missing cache coherency.

A different architecture also poses different problems, though: there is much ex-
isting software for x86-based systems, and new architectures would need to be able
to execute it to be successful in the market. If the hardware does not offer features
required by old applications, these would need to be added in software. We propose
to use virtualization to transparently add such features to the platform.

The report is organized as follows: section 2 presents a model of the potential
future many-core processor we want to virtualize. Section 3 discussed how basic SMP
emulation via a hypervisor can be achieved. Section 4 details memory management
necessary for such a hypervisor. Section 5 discusses related work, and section 6
concludes the report.

2 System Model

Before we can go into details on the architecture of a hypervisor for upcoming many-
core architectures, it is necessary to describe its underlying system first. Our model for
new many-core architectures is based on the following principles:

1. All processors are identical in computation capabilities. That is, they support the
same instruction set and the same set of features in the processor architecture
(e.g., pipeline stages, caches, model-specific registers and so on).

2. Processors are grouped into multi-core islands. A single multi-core islands re-
sembles a traditional symmetric multi-processing (SMP) chip with all required
internal communication, like for cache coherency and inter-processor interrupts.

3. All islands form nodes on an on-chip network, over which all external communi-
cation is carried out. The network is formed of message routers. We model all
links as having infinite bandwidth and no congestion. Messages use fixed routes
only, and router latency is finite and constant.

4. Multi-core islands do not communicate with each other, unless explicitly requested
by software running on them. Specifically, if processors from different islands ex-
change messages, other islands that happen to be connected to network routers
on that path do not take note of the other communication, and are not affected by
it in any way.

5. A restricted form of backwards compatibility is designed into the system. If the
network and routers are configured appropriately, arbitrary software (including an
operating system kernel) running on the new machine behaves as it did on the
predecessors, as long as it runs on only a single multi-core island. The only
notable difference could be timing of memory accesses, because these could
target memory connected to different message routers.
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6. All processors can access all memory, but not necessarily at the same time; the
processor’s physical address space is smaller than the one for the many-core. In-
stead, we assume an additional component (topologically between the processor
and the on-chip network) to translate addresses, in addition to and independent
of the regular address translation performed by the processors themselves.

Essentially, the new many-core could be build by taking an existing multi-core pro-
cessor design and connecting its external (e.g., front-side-bus) interface to a protocol
converter for generating and receiving packets suitable for the on-chip network. The
protocol converter would also be responsible for performing secondary address transla-
tion; the target address for memory-access packets (for example, the network address
of the message router the memory controller is connected to) could be taken from the
same set of configuration registers.

In the list of principles above, we only mentioned that computation capabilities are
assumed to be identical for all processors, but we did not make any restriction in re-
gards to I/O devices. This is intentional; we explicitly allow for different nodes to be
connected to different devices. For example, some nodes may contain more proces-
sors cores, but not connect to any devices at all in our model, whereas others contain
fewer processor cores but special I/0 devices like graphics cards or other accelerators.

An example for a many-core of this architecture is depicted at a very high-level in
figure 1.

Regular Specialized
Node Computation Node

Accelerator

1/0 Device

Regular

Node /0 Node

%0-%0 %%

Figure 1: High-Level System Overview

This system consists of four islands of two different types: two “big” 4-way SMP
islands without I/O devices on the left-hand side, and two “small” single-processor
islands with I/O devices on the right-hand side, one with an accelerator device and
one with a hard disk. For the following sections, we concentrate only on the processors
in the system, on both kinds of islands; mentioned I/O devices as well as the monitors
and consoles on the far left side are future work.
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3 SMP-Emulation via Virtualization

When faced with a many-core system as discussed above, the question of how to write
corresponding software arises. One possibility would be to treat the many-core as
a collection of independent processors (i.e., a “cluster-on-a-chip”) and use established
programming techniques for such an environment; for example, sockets (over emulated
on-chip Ethernet links) or the Message Passing Interface (possibly over an optimized
processor-specific communication mechanism).

However, cluster programming has a set of drawbacks, especially for the area of
“mainstream computing” — PCs or compatible systems based on the Intel 32-bit ar-
chitecture (known as IA32) and its extension to 64-bit. These architectures dominate
the desktop as well as the entry- to mid-level server markets, support a large base
of existing programs and developers, and have a long-standing tradition of backwards
compatibility. “Traditional” x86-based systems all follow the symmetric multi-processing
(SMP) model with shared memory, which programmers for these platforms have also
been accustomed to, but unfortunately there is no straight-forward way of porting pro-
grams between the two models. Therefore, a future many-core which does not support
the SMP model would be likely to fail in this market, as bringing existing programs to
the new architecture would require a complete rewrite; given the huge amount of time
and money that went into the development of the old programs, this does not seem to
be an option for most developers.

As a solution to this dilemma, we use a virtualization layer on the new many-core
to emulate a traditional SMP system. This way, the new system can not only execute
applications written for the old architecture — which would also be possible by using a
single-system image (SSI) operating system known from traditional cluster computing
— but an entire SMP operating system as well. This also allows for applications that
have dependencies on operating system implementation details to make use of the
new architecture, something which may not be easily possible by just re-implementing
operating system functions.

For virtualization, one can distinguish two broad architectures: the control program
(or virtual machine monitor (VMM), as itis commonly called today) can either run as the
lowest-level system software, directly on the hardware (“bare-metal” or Type 1 VMM),
or as a regular application on top of an underlying operating system (“hosted VMM”
or Type 2 VMM). We chose the hosted approach for our system, which we named
“RockyVisor”. The resulting architecture is depicted in figure 2. The term “hypervisor”
is used as a synonym for “virtual machine monitor” in this work.

All processors (or, more general: multi-core islands) run within their own private
memory space — therefore resembling our model of a future many-core system above
— and run a base operating system called the Level 1 Operating System (LV1). Within
LV1, the hypervisor container runs as a regular application (Type 2 VMM). The set of
hypervisor processes then provide a virtual machine, with virtual CPUs running inside
a shared memory block and executing the guest operating system, which we call the
Level 2 Operating System (LV2). LV2 is a regular SMP OS like Linux that can then run
arbitrary SMP applications.

168 Fall Workshop 2012



3 SMP-Emulation via Virtualization

LV2 Operating System

VCPU VCPU VCPU VCPU

Virtualized Physical Memory

Hypervisor — Hypervisor |— Hypervisor |—-e+-—] Hypervisor
LV1 OS LV1 OS LV1 OS LV1 OS
CPU CPU CPU CPU
Memory Memory Memory Memory

Figure 2: RockyVisor with Guest OS

This layering allows LV1 to manage resources (like memory) assigned to the SMP
VM just like it does for any other application as well. In addition, memory can also be
shared between the container process and other processes; this allows us to move
any necessary bookkeeping or 1/0O emulation into another process. If a single LV1
instance runs on an SMP island, I/O can therefore run concurrently to the guest, with
all necessary communication happening via shared memory. For single-core islands,
the I/O processes would either compete with the container for CPU resources, or we
could partition the many-core into hypervisor islands (for running the guest’s virtual
processors) and I/O islands (for I/O emulation processes that never execute any guest
code).

In our architecture, the hypervisor container processes are responsible for emulat-
ing any SMP features the guest needs. If the underlying many-core supports some
features directly, they may simply be passed through (e.g., direct device access if the
router network can be configured accordingly). Other features that may not be present
on the physical hardware itself must be emulated in the hypervisor processes (like
shared-memory obeying a consistency model the guest can run under). This requires
the hypervisors to be able to communicate to each other, but as they are applications
on top of LV1, they can use the corresponding LV1 capabilities.

Even though LV1 is used as the host for the hypervisors, it is not restricted to this
role. For example, if an application shall be run on the many-core that does not need
SMP emulation — like an application specifically written for the system, or more general,
for cluster environments — it can run on top of LV1 directly. Therefore, by introducing the
hypervisors, the many-core system would not be restricted to running old-style SMP
applications; it rather allows for them to coexist with new applications, so both users
and programmers can choose for the task at hand which application or programming
model provides the better fit.

For SMP simulation, the hypervisor processes are primarily responsible for three
tasks:
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e CPU core virtualization, for running guest code inside the virtual machine. This
can be implemented like processor virtualization on traditional systems; e.g., via
trap-and-emulate (if the cores support it), binary translation, or para-virtualization.

e SMP interconnect simulation, so the virtual CPUs effectively appear as in a nor-
mal SMP system. Since the many-core does not support all necessary features
directly, the hypervisors must intervene and emulate them. For this, certain hard-
ware features (like, for example second-level address translation like Intel's En-
hanced Page Tables (EPT) [6,7], or AMD’s Nested Page Tables [1]) can also be
used to reduce runtime overhead.

e Device I/O redirection. In the most simple model, the many-core’s network can
be configured such that devices are accessible from all cores, and the virtual ma-
chine can access them directly. If this is not possible (because, for example, a de-
vice’s DMA operations would interfere with the memory management performed
by the hypervisors), I/O can be intercepted by the hypervisors and redirected to
an appropriate emulation process on one of the participating LV1 instances.

For the current report, we concentrate on memory management. This mainly re-
lates to the first (page table manipulation, which interacts with MMU virtualization) and
second category (for the memory consistency model).

4 Memory Management in the Hypervisor

4.1 Memory Consistency Model

The memory consistency model of an x86-SMP is not formally defined in the proces-
sor manual [6, 7]. Instead, it is described in informal prose, as the result of several
interacting settings and mechanisms from the processor core and support hardware
— like memory caching attributes, cache organization, write-combining buffers, instruc-
tion reordering and so on. Owens et al. have interpreted the descriptions from the
manuals and constructed a formal model, which was later refined by the same authors
to better match the behavior of real processors [11]. However, we did not base the
memory consistency model implemented by our hypervisor on their work; we use the
natural consistency of the underlying hardware instead, where possible, and simple
sequential consistency [9] otherwise, for reasons outlined below.

By construction of our many-core, each multi-core island already fulfills a memory
consistency model considered “correct” for the guest operating system; this is guar-
anteed by the backwards compatibility property mentioned above. Therefore, when
running multiple hypervisor processes on one multi-core island, each of them provid-
ing one virtual processor to the guest, and each virtual processor having mapped a
particular page, the guest also behaves correctly: the hypervisors are not involved
in any memory access after page tables have been set up, and the processors just
perform regular memory accesses under their “native” consistency model. For these
cases, a formal treatment is not necessary.
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4.2 Coherency Simulation

Now consider interacting multi-core islands. Because, by construction, they only com-
municate if explicitly requested by software, it is an error to map the same page of
system memory to both islands. All local caches on the islands will work as usual, but
due to missing coordination (or cache coherency), cache lines may become stale if any
island is allowed to perform writes. Even worse, if more than one island is allowed to
write, conflicting modified cache lines can be produced, and the eventually-occurring
write-backs can lead to data loss.

To solve these issues, our system simulates coherency in software, by coordinat-
ing changes to page tables. This is comparable to distributed shared-memory (DSM)
known from cluster computing, but with an important difference: we do not need to send
page contents over the interconnect ourselves, as each island’s memory interface and
protocol converter will generate corresponding packets automatically. We only need to
concentrate on coordinating content of page tables.

Shared memory support is based on two principles: a state vector for each shared
(physical page) in shared memory, and a remote page-table invalidation mechanism.
The state vector denotes, for each participating islands, which accesses are allowed
to the page without inducing the possibility of stale cache entries. If an island requires
another access that it has not been granted, it requests the owner(s) of the page to in-
validate their own page tables and potential local copies in their caches; the requesting
island is only to allowed to map the page once it receives confirmation that all other
conflicting mappings have been removed. Figure 3 shows the state transition diagram
for each page and island.

SCC/exclusive
Perm: RW/none

SCC/write_acq S
Perm: none/RW

CClupgrd_acq
Perm: R/R

>

PAGEFAULT(WRITE)/
WRITE_PREPARE

PAGEFAULT(WRITE)/
WRITE_PREPARE

WRITE_PREPARE/
L2$_INVALIDATE + WP_ACK

SCC/remote SCC/shared
Perm: none/RW Perm: R/R

Figure 3: Shared Page States
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As discussed above, arbitrary page mappings are valid, as long as no two different
islands have mapped a page for write access. Concurrent reads do not present an
issue, because the corresponding cache lines will never be marked modified and thus
never trigger a write-back. Therefore, read access can be acquired by an arbitrary
number of islands at the same time. However, write accesses result in modified cache
lines, so they potentially present two problems:

1. A cache line may reside in modified state on one island, and in unmodified (either
shared or exclusive in terms of the MESI protocol, depending on whether the
cores reside on a single- or multi-core island) state on another. After eviction of
the unmodified cache line and write-back of the modified one has occurred, the
second island may be able to observe the changed value after a non-deterministic
amount of time and other local behavior.

2. A cache line may reside in modified state on two different islands, which can
result in a lost update to main memory, or (if an observer’s timing is right) even a
non-deterministic rollback of a memory change.

To solve both problems, we require that, once an island attempts to acquire write
access, all other islands cease using the page. That is, their local page tables are
modified to mark relevant entries as invalid, and caches are flushed and invalidated,
before the acquire-write request is granted. Similarly, when an island requests read
access to a page another island was allowed to write, its page tables are modified
to write-protect the page, and cache contents are written back to memory, before the
request can be granted.

Our shared memory support is integrated into the LV1 operating system, so it works
transparently for all applications running under this kernel, including the hypervisor con-
tainer and I/O emulation processes. If the process uses only regular memory access
instructions to access the page, no further cooperation is possible — this is the case for
most operations, even when the hypervisor needs to access guest memory. There is
one notable exception, though: processes manipulating their own page tables.

In order to support MMU virtualization for the guest, the hypervisor container may
need to create its own page tables if the underlying processor core does not sup-
port nested address translation. To prevent invalid cache lines from occurring, these
page tables must be incorporated into the coherency mechanism in the same way the
regular (OS-maintained) ones have been; specifically, offending mappings must be re-
moved when a remote island requests conflicting page accesses, and such access
must be acquired from remote islands before inserting page table entries and allowing
the virtual CPU to run. For this, we integrated a callback interface that allows arbitrary
kernel-mode code, to interact with the coherency driver.

4.3 MMU Virtualization

Several algorithms have been developed for MMU virtualization, partially because x86
processors until a few years ago did not support hardware virtualization assists, so
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also did not provide nested paging. The purpose of these algorithms is to map a two-
level page translation scheme to the one level the hardware supports natively. In the
two-level scheme, the “outer” (lower) level represents the address translation of the
host (which runs the hypervisor as an application), whereas the “inner” (higher) level
represents the address translation of the guest. This two-level scheme is shown in
figure 4.

(2”" Order Virtual Addresses

- |:. Guest Virtual Memory

= " Guest Page Tables
- ./ Incoherent Cache: GTLB

1% Order Virtual Addresses Guest Physical Memory

. .:| . Host Virtual Memory

". Host Page Tables
.+ Incoherent Cache: (Real) TLB

Machine Addresses ) Host Physical Memory

Figure 4: Two-Level Address Translation with TLBs

Each level of page tables has an associated (physical or virtual) Translation Looka-
side Buffer (TLB). The physical TLB is controlled by the host, and must be invalidated
according to the processor manual; it is an incoherent cache for the real page tables.
For example, on multi-core islands, if certain changes to page tables are made by one
core, but another core is referencing these page tables as well, it may have conflicting
information in its TLB. Therefore, the operating systems must perform a TLB shoot-
down whenever such a change is performed.

The need for TLB shootdowns lies in the processor architecture, so relevant code
is present in both the host and guest operating system — at least if the latter one is able
to run on non-virtualized machines as well. Our method for MMU virtualization, which
will be discussed later, uses this to its advantage.

4.3.1 Classic MMU Virtualization Approaches

Of the several MMU virtualization approaches, the Emulated TLB algorithm is probably
the most simple one. As the name implies, it emulates the guest TLB, by changing the
real page tables as the guest runs. The virtual CPU starts with an empty (real) page
table. When page fault occurs, the hypervisor interprets the guest’s page tables, and
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constructs corresponding mappings as needed. When the guest switches to another
address space, the real page table is cleared again; therefore mimicking the operation
of a hardware TLB.

The main downside of the emulated TLB is a large number of “hidden” page faults:
page faults that occur due to virtualization, not due to non-existent or restrictive page
table entries installed by the guest. Hidden page faults constitute overhead, so ap-
proaches for eliminating them have been proposed and implemented. We mention two
of them Shadow Page Tables, and the approach pioneered by XEN [2].

For Shadow Page Tables, the hypervisor saves a set of page tables, and fills them
as needed from page faults. However, when the guest switches to another address
space, the previous page table is not cleared. Instead, it is retained and can be reused
later, if the guest decides to switch back to this address space. This saves hidden page
faults, but has another major drawback: the guest may, now that its previous page table
is unused, make arbitrary changes to it without informing the hypervisor. Therefore, the
contents of the guest page table and corresponding shadow page table may run out
of sync, unless the hypervisor recognizes such changes and reacts accordingly. The
VMware hypervisor uses a technique called “traces”: it marks guest pages containing
page table data as read only, so any write attempt by the guest will trigger a page fault.
The page fault handler then recognizes that the fault is due to a page table change,
and can take down the shadow page table if it still exists.

XEN [2], if running on hardware without virtualization support, uses a different ap-
proach. If running under XEN, the guest needs to be aware of the real (machine)
addresses of its pages, and it computes the outer page mapping itself. The guest OS
then simply installs the real machine address in its page tables; the hypervisor sim-
ply needs to check that these addresses are in the desired range (thus preventing the
guest from accessing memory it is not supposed to), but it can save on costly software
page table walks.

4.3.2 Our Approach: Cooperative Shadow Page Tables

For our many-core hypervisor, we use a different MMU virtualization scheme that is
based on shadow page tables. We call it “Cooperative Shadow Page Tables”, because
it is based on the concept shortly described above, but also requires cooperation be-
tween the hypervisor and guest.

Cooperative Shadow Page Tables also involves a set of cached real page tables
in the hypervisor, which are activated when the guest switches to the corresponding
address space. However, invalidation of these caches is handled differently. Following
the assumption that the guest is an SMP operating system, it is aware of the (G)TLB
that functions as an incoherent cache of its page tables. We now intercept the TLB
flushes of the guest to know exactly when certain shadow page tables need to be
invalidated.

On a real machine, the guest would need to perform TLB shootdowns if it modified
page tables in certain ways. This involves a message (or, more specifically: an IPI) to
all CPUs that use the page table. Because this may influence a potentially very large
number of CPUs, and IPls are relatively “expensive” runtime-wise, the corresponding
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code paths in operating systems are highly optimized. No IPI is sent out unless ab-
solutely necessary, which means for real machines the hardware is actively using the
target page table; i.e., the corresponding address space is active.

In our approach, we now modify the notion of when an address space is considered
active in our guest (LV2) OS. On regular machines, an address space is active if it is
referenced by the hardware; that is, if the hardware page-table walker can access it,
because the page table base address is stored in the corresponding control register.
Therefore, a context switch from A to B on processor X happens in three steps:

1. Mark address space B as in-use by processor X.
2. Store base address of address space B in control register.

3. Mark address space A as not in-use by processor X.

The mark operations are carried out in this order to prevent a possible race condi-
tion: modifying the address space on another core between unmarking and changing
the base address. Therefore, up to two address spaces may be marked in-use by any
processor at any point in time.

For our guests, we perform steps 1 and 2 as usual, but omit step 3. Therefore, when
a virtual CPU switches to a new address space, it is marked to be in-use on the target
processor, but the old address space still remains as being marked this way. This is
the desired operation, because the corresponding hypervisor may still have cached the
shadow page table for the old address space.

If the address space is later changed in a way that would require a TLB flush, the
TLB shootdown code examines the list of processors on which it is active, and informs
them to flush their cached mappings. Consequentially, in our architecture, the flush
would be executed on all processors that had the address space active somewhere
in the past. Therefore, all hypervisors are guaranteed to be informed whenever the
shadow page tables need to be invalidated.

Up to now, changing address spaces works as on regular hypervisors, without any
“cooperation” with the guest. The “cooperative” part of the approach’s name handles a
certain subtle point: as of now, address spaces can only be marked active, but never
unmarked. Therefore, even if a hypervisor decided to delete a shadow page table, it
would still receive TLB flush IPls. To prevent these unneeded IPls from occurring, we
inform the hypervisor, during the context switch, where the in-use marking area of the
guest is located. Having this knowledge, a hypervisor can then perform unmarking
when it deletes the corresponding shadow page table. This eliminates any unwanted
and unneeded flush IPIs, safe the ones occurring due to races between guest’s modi-
fications and hypervisor page table deletes.

5 Related Work

Our RockyVisor is an extension of Iguest [13], which has been developed by Rusty
Russel. It is a minimal, but fully-functional hypervisor that is included with the Linux
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kernel. It supports para-virtualization only, so the guest kernel must be changed ac-
cordingly; guest implementations exist for Linux and Plan 9. Unlike XEN [2] or KVM [8],
lguest is meant as a platform for research and experimentation; specifically, Ilguest fa-
vors readability of the hypervisor code over performance wherever possible.

vNUMA [3], developed by Matthew Chapman as part of his Ph.D. thesis, is a dis-
tributed hypervisor for IA-64 processors that simulates an SMP system on networked
workstations, using Gigabit Ethernet as node interconnect. NEX [15] by Xiao Wang et
al. is a similar effort based on the open-source XEN hypervisor, but requires hardware
extensions for virtualization. Versatile SMP [14] by ScaleMP is a commercial prod-
uct that claims to support up to 1024 processors (with up to 8192 cores) on standard
computers, interconnected via Infiniband, in a virtual SMP system.

Finally, MetalSVM [10] is another project aiming at hypervisor-based SMP on the
SCC. MetalSVM itself is a small operating system kernel, for which Jacek Galowicz
has ported the Iguest driver and user-mode code as part of his B.Sc. thesis [4]. It
is therefore comparable to the RockyVisor, both being Type 2 VMMs that run on top
of an underlying operating system. The main difference, at the time of writing, is that
the RockyVisor is functional for 2-way SMP, whereas the MetalSVM virtualization layer
only supports single-processor guests, just like the Iguest hypervisor.

6 Conclusion and Future Work

We have presented a model of a many-core processor that consists of smaller multi-
and single-core islands, interconnected by an on-chip network. Whereas each indi-
vidual processor core follows an established architecture (like IA-32) and can execute
existing software on its own, such software cannot run on the entire system, due to
missing hardware features like memory coherency.

To bridge this gap, we presented an architecture of a distributed hypervisor, named
RockyVisor, that can not only be used to run an application, but an entire shared-
memory symmetric multi-processing (SMP) operating system on the system. Because
an operating system for the predecessor architecture now runs on the new many-core
processor, this also allows arbitrary applications to work on the new system. We have
shown details on memory management and virtualization of the processor's memory-
management unit in such a system, and outlined our cooperative shadow page table
mechanism, in which the hypervisor works together with the guest operating system to
coordinate views of processes’ address space across the many-core processor.

Our architecture also allows for a peaceful coexistence of applications written for the
old and new machine. Existing applications do not need to be ported or re-written for
the new cluster-like environment, they can simply run unchanged in a virtual machine.
Furthermore, because we use a hosted VMM approach, native applications can run
side-by-side with older ones in the new environment.

A prototype of our hypervisor has been implemented on the Intel Single-chip Cloud
Computer (SCC) [5]. In its current state, the RockyVisor runs on two single-core tiles
of the SCC. It uses a Linux kernel as its host (Level 1) operating system that has been
extended with our memory coherency driver. The guest (Level 2) operating system is

176 Fall Workshop 2012



References

another Linux kernel, extended with a corresponding sub-architecture layer that imple-
ments the para-virtualization interface for the RockyVisor.

Further work involves finalizing the I/O emulation and redirection infrastructure, as
well as a specification of the para-virtualization interface between the guest and hyper-
visor.
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Whenever programmers stop working on one task to start or continue another, there
is a time-consuming overhead. Such task switches are often initiated by information
needs to gain a better understanding about the software system. If questions are
answered, the interrupted task will be resumed hence switching will happen again.
Thus, designers of programming environments are challenged to either reduce those
interruptions or support task resumption efficiently.

We propose several ideas considering interruption handling in programming tools
and describe our concept for environments that reduces interruptions and supports
task resumption for code-centric comprehension activities. Our current research ad-
dresses direct manipulation environments and tool-supported software classification.

1 Introduction

Programming is a difficult activity that involves huge mental effort for transforming inten-
tions originated in natural human language into a representation that can be processed
by computers [4]. When doing so, working with computer interfaces does not just mean
to write source code in a programming language, but also to interact with interfaces of
programming tools and environments.

During programming tasks, programmers need to access, comprehend, and apply
different kinds of information [12]. For example, this could be abstract documentation
to a module interface, concrete information about program behavior, or more general
system design rationals. Unfortunately, such information is often not immediately avail-
able. Accessing it involves several sub-steps and hence interrupts the current task.

Interruptions increase the time to complete tasks. Altmann et al. [1] described two
delays that occur in case of an interruption: (1) the interruption lag and (2) the resump-
tion lag. Before an interrupting task can be started, programmers need time to finish
the current step and prepare for resumption, e.g., take some notes [14]. After the inter-
rupting task is finished, programmers need time to regain focus for the interrupted task
along with reminding task-related details and understanding existent tool state.

This is where programming tools can support programmers:
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e Provide more direct access to information access to make task switching be less
interrupting, i.e., reduce interruption lags

e Support immediate interruption recovery for any kind of tool-driven activity that
shifts programmers’ focus to a different kind of information, i.e., reduce resump-
tion lags

Traditional programming environments like Eclipse’ already connect various sources
of information. For example, tooltips embed valuable documentation, context menus
provide links to associated source code artifacts, or panels show items in shared repos-
itories (e.g., bug trackers, version control systems). Thus, tool developers are improv-
ing static information access in traditional environments for quite some time. However,
programmers often have difficulties in understanding program run-time behavior and
hence require more than just access to static information. Unfortunately, accessing
information about program run-time is time-consuming and interrupting (e.g., using
breakpoint debugging) [15].

Current research reveals many new ideas for tools that aim for directly answering
relevant questions [25] and hence satisfying information needs of programmers [12].
Mostly, those questions target program run-time. Prominent examples include direct
support for Why-questions [13], direct access to run-time context using tests [26] and
ideas for environments that immediately reflect run-time effects as source code is writ-
ten?. By doing so, the chance for interruptions, which involve a noticeable overhead
between task switches, is reduced because the feedback loop is shortened.

Other research projects try to improve interruption recovery by providing support for
externalizing the mental model [31] of programmers into the environment. This com-
pares with manual note taking but should shorten the interruption lag and the resump-
tion lag. For example, using spatial context can be very supportive when reminding
tasks [17]. Thus, Bragdon et al. allow programmers in Code Bubbles [5] to freely ar-
range source code artifacts. Kersten et al. propose a degree-of-interest model [11] to
only show task-relevant artifacts and avoid cluttering of information on the screen. This
also shortens the amount of time that is needed to recover from an interruption.

However, there are still many shortcomings in addressing interruptions. Program-
ming environments do not sufficiently reflect the conceptual model that programmers
have in mind when thinking about object-oriented programs. On the one hand, this
makes information access often feel interrupting and on the other hand interruption
recovery time-consuming.

Thus, our current research focuses on the following topics:

e A feasible approximation of the conceptual model that programmers have in mind
when thinking about object-oriented programs

e A concept for programming environments that reflects this model and hence re-
duces noticeable interruptions while supporting interruption recovery

1http://www.eclipse.org
®http://worrydream.com/LearnableProgramming, accessed on 2012-10-04
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The remainder of this paper is structured as follows. Section 2 explains the gap be-
tween programmers’ goals and programming environment interfaces. It also describes
what direct information access means and when interruption recovery becomes dif-
ficult. Section 3 describes our current research progress in the field of interruption
handling in programming environments. A new concept for accessing and arranging
static and dynamic program information should address several challenges for han-
dling interruptions when comprehending programs in a code-centric fashion. Finally,
section 4 sketches open hypotheses and next steps.

2 Why Interruptions are Time-consuming

Programmers are frequently interrupted due to information needs. They cannot know
every detail about a system part but need to query available information sources to ver-
ify assumptions and extend system knowledge. There are two reasons, which make
those queries be interrupting and time-consuming: (1) programmers need to map their
information goals to tool-specific intentions thus involving unnecessary task switches
and (2) programmers often do not notice task switches thus missing to prepare opti-
mized task resumption.

2.1 False Assumptions

If programmers should describe programming environments, they would think of a set
of tools that allow for finding, modifying, executing, and sharing source code while ex-
changing intermediate results. They would think of tasks like enhancing the program
with a new feature, debugging the program to fix a defect, or refactoring the code base
to reduce technical debt [8]. Designers of such environments create an appropriate
conceptual model (design model) that captures all common scenarios and implement
this model. Having this, programmers use the implementation and form their con-
ceptual model (user’s model) using the given features and inferring purposes, which
hopefully match the designer’s ones. As Norman [18, pp.189] explained, designers
only communicate their models to users via such a materialized system image. Having
this fact in mind, programming environments like Eclipse are improved continuously
with each new release considering user feedback.

However, programmers think of object-oriented programs in a different way, thus
rendering the basic (and stable) assumptions of traditional programming environments
invalid. Programmers do not think of writing statements into files. They do not think of
setting breakpoints to interrupt control flows for state inspection. They do not think of
committing code snippets into a repository for shared use. They think of objects. Be-
fore any code is written, programmers think about collaborating objects to achieve their
goals—at least when using object-oriented languages. In general, programmers think in
terms of the language model underlying the programming language that is appropriate
for the given problem. Hutchings et al. [10] coined the term semantic distance, which
describes the mismatch between the user’s goals and the features an interface pro-
vides. To overcome this distance, the user has to restate the goals into fine-granular
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Design User's
Model Model

— ———
Designer User

Figure 1: Designer and user only communicate through the system. Fortunately, the
language model is known to both the designer and the user. Thus, the design model
should include the language model to create more usable and less interrupting pro-
gramming environments. Graphics adapted and modified from [18, p.190].

intentions that match with the interface. This mapping is time-consuming and likely to
cause an interruption. Hence, the designer of programming environments should in-
clude the language model in the design model as illustrated in Figure 1. Programmers
could then be able to interact with tools in a less interrupting manner by transferring
thoughts into actions more directly.

2.2 Unnoticed Task Switches

Programmers have difficulties in noticing task switches triggered by sub-conscious or
unintended actions. Actually, they are aware of a distracting task that approaches the
current one if its signals are obvious: the telephone rings, the co-worker knocks the
door. There is time to prepare to optimize task resumption later on. However, program-
ming environments introduce task switches associated with information access, which
are not necessarily noticed by programmers and hence miss preparation for interrup-
tion recovery, e.g.:

Sub-conscious Whenever a test fails, the experienced programmer instantly switches
mentally into a “debugging mode” and thinks about where to set breakpoints and
inspect program state—without noticing that she starts to forget how far the new
feature was implemented.

Unintended The programmer just wanted to run all tests, which normally takes about
10 seconds, before committing the changed source code, but it took too long and
she went for a coffee after waiting some minutes—without noticing that she starts
to forget what kind of change she exactly made.

It is helpful to know in advance, whether an action will trigger an interrupting task
and hence whether to prepare for optimized resumption. Especially if the state of
the programming environment does not align with the programmer’s mental model of
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the current task, unprepared interruption recovery can be time-consuming. Unfortu-
nately, this is the case in many situations where programmers need to explore available
information—documentation, source code, program behavior—to verify assumptions and
extend system knowledge.

Fleming et al. [9] applied the Information Foraging Theory (IFT) to programming
tasks that cover debugging, refactoring and code reuse. This theory is about humane
search behavior: evaluating information patches and navigating valuable links (known
as cues) between patches to achieve an information goal. The difficulty lies in estimat-
ing cost and value of cues and choosing the helpful ones. The authors use the IFT and
its applications to try to generalize requirements for supportive information processing
systems by introducing common patterns.

Programming environments should to consider the IFT to better guide programmers
when exploring information. Environments should either support quick interruption re-
covery automatically or make programmers aware of interrupting task switches to aim
for a semi-automatic trade-off.

2.3 Opportunities for Programming Environments

Programming environments should consider important questions about interruption
handling and the nature of interleaving tasks caused by the vast amount of supportive
information, which makes programming a difficult activity requiring high mental effort:

When do interruptions occur?
How to make programmers aware of unnoticed task switches?

What do programmers externalize before switching tasks?
How do programmers resume interrupted tasks?

How to reduce the interruption lag with tool support?
e How to reduce the resumption lag with tool support?

Using research results about humane working and information processing behav-
ior [17] [31] [9], we believe that designers of programming environments should solve
the following problems:

e Support scenarios that align with programmers’ mental model of the program and
its building blocks, i.e., consider the language model (see Figure 1)

e Provide direct access to information using simple queries, i.e., consider temporal,
spatial, and semantic immediacy [30] [9, “Cue Decoration”]

e Allow for free collection and arrangement of information to support interruption
recovery using spatial context [17] [9, “Gather Together”]

e Avoid cluttering of information to support interruption recovery [17]

e Prepare for frequent focus changes and design appropriate task reminders that
form a trade-off between reminding and interrupting [17]
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Hutchings et al. [10] explain that, at best, programmers do not recognize using dis-
tinct tools, but are engaged with a direct manipulation interface, which allows for trig-
gering actions to directly achieve desired goals without distracting intermediate steps.
Having this, the presence of tools becomes transparent to programmers and thus pro-
gramming feels less interrupting.

3 A Less Interrupting Programming Environment

In this section, we present our current research progress. It is a concept for program-
ming environments that reduce the number of context switches when accessing run-
time information during program comprehension activities. Within this environment,
programmers stay focused in their task-/problem-oriented thinking and do not have to
make tool-driven decisions that are distracting and hence time-consuming. A clear,
consistent user interface abstracts from technical details and integrates with program-
mers’ activities in a user-centric way by directly supporting answering questions in
understanding whenever they arise.

Unger et al. identified three different types of immediacy [30] that programming
environments should support to keep programmers focused on their task: (1) Tem-
poral immediacy addresses the delay between performing an action and receiving a
feedback in the environment, (2) spatial immediacy addresses the visual distance of
related information on-screen, and (3) semantic immediacy addresses the number of
user interactions (e.g., mouse clicks) needed to access a desired information.

At first, we address the problem of interruptions through tool-driven transformation
of intentions by explaining our notion of run-time information and how to capture and
provide it automatically. This corresponds to temporal immediacy. Then, we address
the problem of externalizing thoughts in the environment and present a visualization
based on a scrollable tape with embedded editors to display needed information in a
simple, clear, and predictable way. Hence, spatial and semantic immediacy are en-
sured.

3.1 Capturing Example Run-time Information

Our notion of run-time information encompasses exemplified program behavior to sup-
port code-centric comprehension tasks. In the strict sense, we want to collect informa-
tion about method calls—namely object states (i.e., callers, callees, arguments, results)
and behavioral traces (i.e., call trees). We do not target concrete debugging scenar-
ios where defects have to be found; the awareness of specific failing tests would be
important for that [19]. Furthermore, examples of indifferent origin should help to map
abstract source code to concrete program behavior and hence to verify and extend
system knowledge at an exemplary but valuable level.

Tests are well-suited program entry points that produce representative control flows
and hence valuable information about program behavior [26] [20] [19]. In fact, writing
tests is known to be supportive during software development [3] [2]. By having these
defined program entry points, dynamic analysis techniques [6] [22] [20] are able to
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capture run-time information without requiring programmers’ attention. Programmers
can focus their comprehension activity and query run-time information directly when
needed—assuming that tests cover the method of interest.

There is a shift of responsibility from programmers to the environment considering
run-time information access. Hence, tests need to be deterministic. Until now, repro-
ducibility of run-time information has been more important from a programmer’s per-
spective than from a technical perspective. Programmers may need to recall the same
information several times during step-wise refinement of comprehension questions de-
pending on their mental capacity. In our concept, programmers do not have to think
of ways to achieve reproducible results anymore but implementations of such environ-
ments do have to. Direct information access means that programmers are aware of the
number of, for example, mouse clicks they have to perform and hence they will notice
how long the response times are, until the desired information becomes visible on the
screen. The size of this time frame has an impact on when to lose focus on the current
activity3. The problem is that dynamic analysis can be expensive considering time- and
memory-consumption [16]. Hence, implementations of our concept need to pay atten-
tion to performance issues and may consider partial tracing approaches [28] [21] [20].
Therefore, reproducible results rely on deterministic tests.

All kinds of program comprehension questions that we address can be reduced
to automatic capturing, querying, and post-processing of object states and behavioral
traces in the context of a specific method call. Post-processing varies from simply
accessing example data to aggregating all information for providing ranges of possible
variations in a broader scope.

3.2 Displaying Source Code and Run-time Information

The visualization part in our concept tries to mask the presence of dedicated sub-
tools and hence tries to combine source code and run-time information in a way that
directly integrates with programmers’ comprehension activities. For this, the desktop
metaphor, which tries to imitate real-world artifacts and activities in graphical user in-
terfaces, is considered as inappropriate because programming environments have no
representations of artifacts or activities in the real-world [23].

We put each self-contained portion of information (e.g., a class’ methods, an object
state, or a call tree) into one rectangular view—called editor. Editors are arranged on a
horizontal unbounded tape side by side. Connections between visible information are
displayed via overlays.

Horizontal Tape Modern wide-screen monitors offer an image ratio of 16:10 or 16:9.
Having this, the primary (since largest) screen axis is the horizontal one and program-
mers need to think about how to make efficient use of the available screen space.
Since source code lines are rarely longer than 100 characters, this kind of informa-
tion tends to spread along the vertical axis leaving much whitespace to the left or to
the right. Traditional programming environments surround this central code area with

3Shneiderman et al. [24, p.445] argue that a response delay of 1 second does still not distract users
from simple and frequent tasks.
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+— Fixed ——— Scrollable ———

Object Call

State Tree

Outline

Screen Space (16:9) . Hidden Part of the Tape ————

Figure 2: Our concept for integrated programming environments. Editors are arranged
from the left to the right either in a fixed portion of the screen space or on a horizontal
boundless tape that is accessible through a scrollable container. Overlays visualize
relations between editors. Any kind of editor can be placed multiple times on the tape.

freely-arrangeable views for, e.g., system outlines, documentation, or run-time informa-
tion to make use of whitespace. This leaves both screen dimensions open for different
kinds of information that programmers may have to look for.

Our concept proposes a horizontal unbounded tape that is embedded into a scrol-
lable area as shown in Figure 2 to make efficient use of wide-screen monitors. On
this tape, editors are freely-arrangeable from the left to the right. This assigns a clear
level of information granularity to each screen axis: the horizontal is reserved for dif-
ferent kinds of information (e.g., source code, call trees, object states) and the vertical
exposes details for each kind (e.g., chronologically ordered call nodes). Hence, pro-
grammers should be able to recall information more quickly and thus reducing the
resumption lag when recovering from an interruption.

Besides the tape, part of the screen space is reserved for editors that should always
be visible: the fixed area. Having this, the environment organizes information in a two-
level hierarchy: (1) Is the information always visible or potentially hidden? (2) Is the
information to the left or right of the current view? Still, these constraints allow for an
unrestricted exploration of the system while avoiding programmers to get distracted
when positioning information on the screen. Additionally, new editors that are about
to appear can be positioned in a more predictable manner for programmers. Hence,
navigating to supporting information should feel less interrupting.

Simple Editors Each editor contains details for one primary kind of information. This
can be displayed in a central list, table, tree, or other visualization. For example, class
editors can show a list of open methods, system overviews can show tree-like out-
lines of captions, call trees can show concrete behavioral traces, object explorers can
compare object states before and after an exemplary method call.

In addition, pop-up menus and tooltips can reveal other (secondary) kinds of infor-
mation that are directly associated. For example, the tooltip for each node in a call tree
can show the called method’s source code. Having this, programmers can directly con-
nect abstract source code with concrete run-time information and hence verify/extend
their current system knowledge.
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Different to views in traditional programming environments, all editors in our concept
are of equal priority for program comprehension activities. Editors for source code are
not more important than editors for run-time information and vice versa.

Connecting Overlays Programmers open and arrange editors on the tape during
comprehension activities. Thus, there is a relation between open editors corresponding
to the navigation history and hence the programmers’ mental model of the system. Our
concept uses overlays as a third technique to illustrate those relations and hence allows
programmers to recall information more quickly while reducing the cognitive load and
the task resumption lag.

3.3 Interacting within the Environment

In our concept, direct access to run-time information means to provide supportive infor-
mation to an arising comprehension question with as few user interactions (e.g., mouse
clicks) as possible. Having this, we believe that programmers will keep on exploring the
program without noticing the environment as a distracting intermediate. To achieve this,
our concept considers common starting points for comprehension activities and simple
queries using a consistent vocabulary in pop-up menus to navigate between different
kinds of information.

Starting Points Code-centric program comprehension starts with source code read-
ing and looking for promising beacons [31]. This could mean to browse overviews of
system parts or detailed sources of methods. To achieve this, editors that show the ap-
propriate information need to be directly accessible using search mechanisms. In the
first place, a text-based search is sufficient because programmers start with looking for
identifiers (e.g., class names or method signatures) that seem to correspond with do-
main concepts when exploring systems [25]. When getting more knowledgeable with
the system, this search could be extended to make use of run-time information.

However, our concept tries to reduce the complexity of queries. Programmers
should not have to translate rather complex comprehension questions into the com-
plicated vocabulary of environments. We want to keep the semantic distance [10] low
for code-centric program comprehension tasks.

Simple Queries Simplicity is important when directly accessing run-time information.
At first, programmers need to transform their question into one out of three elementary
purposes: Browse Code, Explore Object, View Trace.

This transformation is supposed to be straightforward because programmers are
aware of the language model that underlies object-oriented programs as illustrated
in Figure 1. This simple vocabulary should be visualized with pop-up menus and in-
tegrated into all editors consistently. By doing so, programmers are free to decide
whether, for example, focused pieces of run-time information benefit from additional
run-time data or source code.
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Figure 3: Screenshot of our prototypical implementation called VIVIDE. The column-
oriented layout allows for simple collection and arrangement of important information.
Overlays visualize navigation history. Static and dynamic information are comparable
side-by-side and hence should reduce interruption and resumption lags.

4 Conclusions and Next Steps

Programmers experience frequent interruptions due to switches between unfinished
tasks during programming activities. Since programming tasks interleave, the occurring
lags form an overhead that disturbs the workflow. Most interruptions are initiated by the
programmers themselves when accessing required information. Thus, programming
tools could either simplify this access to avoid context switches completely or ease the
steps between interrupted and interrupting task to minimize overhead.

We implemented a prototype of our concept for programming environments—called
VIVIDE [27]. It supports code-centric comprehension activities by simplifying access to
run-time information (see Figure 3). For evaluation purposes, students created a small
Tetris game with it. Observations revealed that programmers’ ways to explore object-
oriented programs are still different to how editors present information. Additionally,
cluttering of information will become a problem if the environment is overpopulated
with source code, object explorers, and call trees.

At the moment, we are investigating how to better support querying static and dy-
namic information to provide immediate starting points in the environment and hence
support interruption recovery. This also involves the entire field of software classifica-
tion [7] because modularity issues are still present in programming languages [29] and
tools [11]. Actually, programmers are way more flexible in grouping artifacts mentally,
hence forming abstractions to ease comprehension, than they can do with such tools
or languages.
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Cloud computing as a consolidation environment assists in reducing energy con-
sumption by computing services. Cloud’s providers provide on-demand computing
services where customers pay based on the actual resource usage. In this context,
capacity planning becomes a significant issue to handle the trade-off between perfor-
mance and energy.

Thus, this report presents an implementation of an adaptive workload prediction by
which we can predict the number of active VMs for the next planning period. Then, it
presents an online CPU-utilization state change detection approach that helps to take
efficient decisions to perform any action (e.g., VM migration). Furthermore, it presents
the modeling and implementation of memory bandwidth demand of the NAS Parallel
Benchmark suite. In this report, we discuss the results of each contribution. The results
demonstrate the efficiency of our approach for capacity planning in virtualized data cen-
ters. Finally, as future work, we investigate improving the accuracy of CPU-utilization
prediction and increasing the number of lookahead steps. Additionally, we implement
a robust optimization technique for capacity planning exploiting our proposed workload
prediction approach.

1 Introduction

In the last retreat, we presented a framework for energy-aware resource management
in virtualized data centers where many Clouds providers such as Amazon EC2 lever-
age virtualization technologies to increase the utilization of physical servers and reduce
the number of active physical servers. Realization of an efficient resource management
in cloud data centers implies determining the number of the required servers for host-
ing the active VMs and the number of VMs to be co-hosted (i.e., server consolidation)
on a physical server.

Although much research work has been done in this context [1] [2] [3], many re-
searchers did not consider the overhead of changing the power-state of servers and
the energy wastage due to this action. A normal server takes time to go from power-
state to another, during this time the server consumes energy without performing any
useful work (e.g., execution workload). Figure 1-(a) shows the time spent by a nor-
mal PC to switch from power-state to another with different types of operating system.
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Turning on/off a server takes the longest time compared to the other saving power
states. This is because the boot process includes hardware components check, which
depends on the server types and its components.

Furthermore, Mao et al. [5] found that a VM in Amazon EC2 takes time to boot and
be ready to execute workload as depicted in Figure 1-(b). Mao et al. [5] observed that
the average startup time of a VM varies with its OS type (e.g., Linux or Windows) and its
image size. For instance, the average VM startup time of EC2-Linux and EC2-Windows
are 96.9 and 810.2 seconds, respectively. Thus, we need a pro-active optimization
solution that reacts before the real event occurred. For example, if we can predict the
number of the requested VMs in the next planning period, we can prepare these VMs
images and the physical server in advance. To this end, we conducted an analysis of
historical data for the number of active VMs per unit time (e.g., 5 min). Furthermore, we
developed an adaptive prediction algorithm that estimates the number of active VMs
for the next 5 minutes. The proposed algorithm is discussed in Section 3.

However, we found that predicting the number of VMs is not enough to develop
an energy-aware resource management algorithm. Thus, we decided to study the
historical VMs CPU-utilization. Unfortunately, VMs’ CPU-utilization fluctuates highly.
In this case, taking the raw CPU-utilization as a trigger is unsuitable to perform any
action. In this context, we develop two algorithms: i-CPU-utilization prediction; ii-CPU-
utilization state change detection. These two algorithms are presented in Section 4.

Finally, we found that using only the historical CPU-utilization is inefficient to guar-
antee applications’ performance in consolidation environment. For instance, we found
that the utilization of other shared resources particularly shared memory bus utilization
has high impact on applications performance [16]. Thus, we implemented a queuing
model that reflects the influence of the memory-bus utilization on co-hosted applica-
tions’ performance. This is presented in Section 5. However, next we present a few
details about the workload traces from Planet Labs, which were used to evaluate our
proposed algorithms.
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Figure 1: Power state change time and VM startup time [4] [5]
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2 Planet workload traces

The monitoring infrastructure project of PlanetLab provides traces of historical data for
CPU utilization, which measured every 5 minutes. These traces are for more than a
thousand VMs running in more than 500 locations around the world. Here, we present
data for four days that have different workload fluctuations. The number of VMs in the
traces is constant. However, to simulate the on-demand concept of the cloud comput-
ing environment (i.e., the open system behavior), we terminate the VMs with less than
5% CPU utilization. In other words, we considered it as being destroyed and exited the
system. Then, when the trace shows a VM with a CPU utilization higher than 5%, we
consider a new request for provisioning a VM.

Table 1 shows statistical information of four days of the traces. The average utiliza-
tion of VMs is around 22% with low standard deviation. On the other hand, the traces
show different averages of the number of VMs and levels of fluctuation. For instance,
the average number of active VMs for day03 is 532 VMs with 20 VMs as standard
deviation. The standard deviation reflects the workload fluctuation around the aver-
age value. Thus, day03 shows lowest fluctuation compared to the other days. On the
other hand, day09 experiences the highest fluctuation workload where the standard
deviation is 60 VMs. Finally, traces of day06 and day22 show medium fluctuation with
different average 423VMs and 723VMs, respectively.

Number of VMs
Number of VMs

ll
0 50 100 150 200 250 0 50 100
Time index (5 min.)

(b) Day06

Time index (5 min.)

(a) Day03

Figure 2: Planet workload traces

Table 1: Statistical analysis for 4days of Plantlab traces

Trace | Mean CPU Util. | Std. CPU Util. | Mean No. VMs | Std. No. VMs
Day03 22.43 0.87 532 20
Day06 22.02 0.77 423 37
Day09 21.13 1.28 487 60
Day22 17.43 1.09 723 43
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3 Workload prediction with an adaptive window

In this section, we present a prediction approach with an adaptive window-size algo-
rithm to predict the number of demanded VMs in a data center. Our approach consists
of three stages: i-selecting the historical window size based on the statistical test, t-
test/p-value; ii-smoothing the values of the selected historical window; and iii-predicting
the next number of active VMs and its minimum and maximum range. In our approach,
we estimate the range based on the standard deviation value of the historical selected
window. Thus, the range becomes wider when the fluctuation of the values in the se-
lected historical window is high. For this reason, we try to find the suitable backward
values to the next value. This allows a higher accuracy of prediction.

Typically, point value prediction techniques might not cover the workload fluctuation
(i.e., number of demanded VMSs). The approaches solve the problem as a deterministic
optimization (i.e., pro-active), which assume the precise knowledge of the workload
demand. Furthermore, optimization based on the mean-value or the max-value of the
workload can produce low provision or high provision which is costly in both cases.

Furthermore, we plan to solve the optimization problem using a robust optimization
approach that applied on a range of values. We choose robust optimization because
it allows performing pro-active and reactive decisions. A pro-active method aims to
provide an initial off-line decision that is robust to uncertainties during run-time. On the
other hand, a reactive method reacts to uncertainties during run-time. The implemen-
tation of this approach is our next step.

Most of the related work in the context have been done for grid computing [6]
[7]1 [8] [9]. For example, Wu et al. [6] have proposed an adaptive prediction of grid
performance with a confidence window for the historical values. They used an auto-
regression to find a model for the historical interval by which predicts the future work-
load. They claimed that their approach could predict more than 20 steps ahead, which
equals to 100 minutes. In our point of view, predicting 100 minutes in advance is not
reasonable in virtualized data centers. As shown in Figure 2, the number of VMs shows
random behaviour, which cannot be accurately modeled.

3.1 Historical window-size selection

We introduce in Figure 3 a workload prediction approach. This approach uses an
adaptive window-size of historical values to provide a high accurate prediction range.
The measured workload values are shown by a series of line-dots up to time t. On the
other hand, the gray dot represents the predicted workload value. Our interest is to
predict the number of VMs for the next 5 minutes from the historical window HW. The
historical window-size is determined based on the P-value of both F-test and T-test to
filter out the values that are very unlikely to be in the same window.

We used F-test and T-test to probe the significance of the change in variance and
mean between two samples of populations, respectively. F-test and T-test give P-value,
which indicates whether the two samples have almost the same variance and the same
mean. The P-value of F-test is the probability of getting an extreme value under the
null hypothesis (i.e., HO:67 = 67). For example, after performing F-test, if we find out
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Figure 3: Adaptive window-size prediction approach

that the P-value is less than a = 0.05, we reject the null hypothesis. This means that
these values do not belong to the same historical window. On the other hand, the
P-value of T-test indicates that whether we can accept the null hypothesis (i.e., HO:
u; = Ww). In other words, the P-value shows how well the two samples can be in the
same historical window. The smaller the P-value is the stronger the confidence to reject
the null hypothesis HO. Thus, a higher fluctuated workload, a smaller window-size is
selected.

3.2 Smoothing the selected window’s historical values

Using prediction algorithms with the historical values causes errors. Thus, we used a
smoothing filter to remove noise and prevent its influence on the prediction algorithm.
There are many smoothing filters, but we selected Savitzky-Golay filter. From literature,
Savitzky-Golay filter is effective in keeping the peak values and removing the spikes,
which can be considered as noise. Typically, a long polynomial or a moderate order
polynomial allows a high level of smoothing without attenuation of data features.

Savitzky-Golay filter has two significant parameters that guide the smoothing pro-
cess: the frame size and polynomial degree. In our approach, the frame size is not
constant, and it equals to the selected historical window-size. In contrast, Wu et al. [6]
fixed the frame size ( i.e., frame size=51). Regarding the polynomial degree, after
conducting some experiments as shown in Figure 4, we found that using the second
degree is efficient in our work. Figure 4 shows the output of Savitzky-Golay filter with
different settings: S-G(25,2,11), S-G(25,4,11), and S-G(25,6,11).
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Figure 4: Savitzky-Golay filter settings influence on time series

3.3 Prediction using HoltWinter algorithm

We used Holtwinter implemented in R-tool, because it dynamically determines the pa-
rameters o and B as shown in Equations 1 and 2 that influence the level and the trend
of the time series, respectively. For example, a low value of a (e.g., 0.3) indicates
that the estimation of the level at the current time point depends mainly on the recent
observations. On the other hand, the value of 8 shows the trend component.

Vi =y + (1 —o)(yr—1+F-1) (1)

Fr=Bi—5i-1)+(1=B)F (2)

Importantly, we determine the predicted range PR based on the single predicted point
value PV and the standard deviation of the selected window ogyw. The predicated
range PR {R. , Ry} equals {PV — oxw , PV + ogw}.

3.4 Implementation and results

We implemented the proposed approach using Java programming language with inte-
gration of R-tools, which consists of many statistical functions and the required filters.
Here, we present the results of our approach. Figure 5 shows the predicted range for
each value of workload (i.e., number of VMs). The low predicted R, is shown by a
red dashed-line meanwhile the high predicted Ry is represented by a blue dashed-line.
The purple sold-line represents the single point predicted value.

Figure 6 shows the CDF of the relative error for the proposed adaptive historical
window-size selection and different fixed values. From Figure 6, we notice the accu-
racy of our proposed approach compared to the fixed value. Importantly, we can notice
that the range covers the real measured values that revealed by time. Furthermore,
the range increases proportionally with workload fluctuation. In contrast, the historical
window size increases inversely proportional with workload fluctuation. For instance,
with high workload fluctuation the historical window-size is relatively small and the pre-
dicted range is relatively wide as shown in Figure 5 and Figure 7. Figure 7 shows the
cumulative distribution function (CDF) of the selected historical window-size for each
day. Clearly, from Table 1, Day03 has the less fluctuation workload compared to other
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Figure 5: Results of the proposed approach

days. From Figure 7, the historical window-size of Day03 is relatively large most of the
day. In contrast, the historical window-size of Day09 is relatively small most of the day.

4 CPU-utilization state change detection

Online dynamic resource management algorithms require a trigger to initiate an action.
The trigger can be a change in CPU-utilization of a virtual machine, and the action is
the virtual machine migration from a server and turning off the server. In this case,
we have one trigger and two actions. Thus, the efficiency of taking the best action
depends highly on state change of CPU utilization. Unfortunately, CPU-utilization is
not always in steady state, but it always fluctuates. Taking an action based on the real
measured value of CPU-utilization has two drawbacks: i- delaying the action ii-making
the system unstable. Hence, this section presents our approach to conceal or mitigate
the two drawbacks.

We propose an online detection of CPU utilization state change approach. This ap-
proach consists of three stages as shown in Figure 8, CPU utilization prediction, CPU
utilization state representation, and CPU utilization state change detection. Each of
these stages is discussed in the following sections. In the context there is much related
work [10] [11] [12]. However, these approaches assume a preliminary knowledge about
the statistical characteristic of the time series. Thus, they used these filters: Kalman
filter, sequential Monto Carlo method or particle filtering. In our work, we do not use
this assumption. Therefore, we used the recent proposed ROBUST.FILTER [13].
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4.1 CPU utilization prediction

CPU utilization prediction is the first stage in our proposed approach. This stage al-
lows predicting the future CPU utilization of a virtual machine. Consequently, we can
detect the change in advance before that might occur. Furthermore, resource manage-
ment algorithms can work pro-actively to provide a suitable solution instead of waiting
the measured time series of utilization 7'S,, to be revealed. To this end, we used the
prediction approach that was presented in Section 3.

4.2 CPU utilization state representation

After prediction of a time series of CPU utilization TS, it passes to the second stage
converting TS, to TS, state-representation that represents the changes in the time se-
ries. Thus, we used ROBUST.FILTER that proposed in [13]. ROBUST.FILTER was
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Figure 8: CPU utilization prediction and state changes detection

proposed for a fast and reliable filtering of the data. It allows distinguishing artifacts
from clinically relevant changes in the patient’s condition. Fried [13] used robust re-
gression functional for the local approximation of the trend in a moving time window.
Furthermore, ROBUST.FILTER allows online outlier replacement and trimming based
on robust scale estimators. The output of this stage gives a squared signal as shown
in Figure 9, which further can be used to detect CPU utilization state changes.

4.3 CPU utilization state change detection

Once we have the squared signal TS,, we used a Cumulative Sum Control Chart
(CUSUM) technique for monitoring change detection. This technique developed by
E. S. Page of the University of Cambridge. TS, has a known mean u, and standard
deviation o,. When the value of gain function G exceeds a certain threshold value K, a
change in value is detected. The equation 3 detects the positive changes meanwhile
the equation 4 detects the negative changes. The output of this stage as depicted in
Figure 8 is a pulse function to identify the change and its direction (i.e., positive or
negative).

To detect changes, the two gain function (i.e., Gt and G~) are applied simultane-
ously. The initial values of G, and G, are 0. Furthermore, w, and w, represent the
weight of the increase detection G* and the decrease detection, respectively. The val-
ues of w, and w, equal to (u,+K) and (u, — K),respectively. In our case, the threshold
value K was set to 5 where the change is detected when CPU utilization is increased
or decreased by 5. This stabilizes the system in particularity when CPU utilization
fluctuates highly. The gain function shows high values at changes either in positive
or negative as shown in Figure 10. These high values will be used for triggering any
action ( e.g., VM migration). Importantly, by using Equations 5 and 6, we update the
new mean of the new level of the representation state. The value of L specifies the
sensitivity of the gain function to the change.

G;Ll = max{0,G; + TS, — @y} (3)
G =min{0,G; + TS, — 0.} (4)
pi=pi1+K+GS  if G >L (5)
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wi=p 1 —K-G; if G >L (6)

4.4 Implementation and results

We implemented the proposed approach using Java programming language with inte-
gration of R-tools. Here, we present the results of our approach. Figure 9-(a) shows a
time series with three different means and standard deviations to illustrate the efficiency
of our proposed approach in detecting the significant change in CPU utilization. Figure
9-(b) depicts the gain function at each value. Clearly, we can distinguish between the
significant shift in CPU utilization from low to high mean around 60 and 70 time unit.
This is indicated by a high gain of the increase-detection value in the blue colour in
Figure 9. On the other hand, the gain of the absolute value of decrease-detection is
relatively high around 150 and 153 time unit. This detects the shift in CPU utilization
from high mean to low mean. Furthermore, we can exploit the value of standard de-
viation for efficient consolidation. Here, the standard deviation illustrates the workload
intensity where a higher value is a more intense. Thus, we can choose VMs with a
low CPU utilization standard deviation to be scheduled with other VMs showing a high
CPU utilization standard deviation.

Figure 10-(a) shows the gain function compared to the measured time series values
TS,,. This shows many noisy gains with low values. To reduce this noise, we decided to
use the representative time series T'S, as shown in Figure 10-(b). In contrast to Figure
10-(a), Figure 10-(b) clearly distinguishes the shifts of the CPU utilization’s mean 11 to
40.
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Cpu utilization
w
o

N
o

10
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Figure 9: An example of CPU utilization detection and the output of the gain function
of CUSUM

Furthermore, we examined the proposed approach against a time series with spikes
as shown in Figure 11-(a). The blue line is the output of the CPU utilization state repre-
sentation stage. Using ROBUST.FILTER in this stage assisted in removing the effects
of spikes. Additionally, it was capable to generate state representation at each signif-
icant change in CPU utilization. Figure 11-(b) depicts the output of the gain function.
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The results show that our approach distinctly detected the changes that occurred over
the K threshold value (i.e., K =5).

5 Modeling and implementation of memory bandwidth
demand and VM migration

Simulation tools also have a trade-off between using a detailed simulation which accu-
rately reflects the real environment and simple simulation which models the basis of the
real environment. In consolidation environments such as Clouds, it is very important
to use a detailed simulation because an inadequate detail in the model representation
can lead to misleading or wrong results [14].

Thus, in this paper, we provide a detailed analysis and simulation of different as-
pects that concern consolidation and migration. First, we simulate memory-bus that
connects a processor with a memory-subsystem showing the significance of moni-
toring the utilization of memory-bus for predicting and enhancing applications’ perfor-
mance.

Second, we simulate different communication techniques of VMs including shared-
memory for multi-threaded applications (i.e., OpenMP applications) and network for
multi-processes applications (i.e., MPI applications). Thus, we can show the influence
of memory-bus’s utilization on multi-threaded applications and network utilization on
multi-processes applications.

Third, we give an analysis for NAS Parallel Benchmarks (NPB) benchmarks suite
enclosing three different implementations: Serial, OpenMP, and MPI. A simulation of
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the memory demands behavior and communication patterns of each benchmark are
also presented. To validate simulation, we compare the results with the real experi-
ments that have been presented in [15].

Finally, many migration algorithms consider only CPU utilization to trigger live migra-
tion, but they do not consider the consequences of migration’s overheads on the other
server resource such as memory bus and network. Hence, we illustrate the effects
of migration on CPU, memory bus, and network and their consequences on migration
time and power consumption. The details of this work are presented in [16].

6 Summary and Next step

In this report, we presented our work that included implementation of an adaptive work-
load prediction, CPU utilization state changes detection, and modeling and implemen-
tation of memory bandwidth demand of the NAS Parallel Benchmark suite. Further-
more, we presented the results of our work for the adaptive workload prediction and
CPU utilization state changes detection. These results showed the efficiency of our
approach to be used for capacity planning in virtualized data centers.

Regarding our next step, we will investigate improving the accuracy of CPU utiliza-
tion prediction and increasing the number of lookahead steps. Furthermore, we will
conduct more experiments to study the efficiency of our algorithm in server consolida-
tion based on CPU utilization state changes detection. As we mentioned earlier, we
can use the standard deviation of the CPU utilization state to identify the running job
intensity instead of just using the mean value. This will be investigated within the next
6 months.

As we implemented the prediction approach based on a range not a single value,
we will study the implementation of robust optimization for capacity planning. Robust
optimization deals with optimization problems where robustness is sought against un-
certainty or deterministic variability in the value of a parameter of the problem (i.e.,
the workload). The principle of robust optimization considers point prediction mean-
ingless and it replaced by range prediction. Thus, robust optimization addresses data
uncertainty by assuming that uncertain parameters belong to a bounded range.

In our approach, we avoid the assumption that considers the precise knowledge
of the workload demand in the planning horizon where many proposed solutions have
solved the problem as a deterministic optimization (i.e., pro-active) [1] [2] [3].
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This report outlines research ideas that were formed over the last few months. We
propose to use an in-memory database to store and access execution traces, espe-
cially of unit tests. Based on this, IDEs can be extended to search and visualize the
data in the context of its source. This might help to increase developer productivity
when understanding code or searching for bugs.

1 Introduction

Most developers spend much time understanding existing code. Especially in large
systems, another important task is finding the code in the first place [4]. Programmers
search code for various reasons, for instance,

¢ finding code that implements a feature,
e finding existing solutions to similar problems, or

e understanding how a code unit is used.

At development time, runtime information is not available. However, unit tests are
a source for reproducible runtime data. In a well-tested system, the tests should pro-
vide enough runtime information of common executions paths, as well as anticipated
excpetional cases, to answer typical questions about a program’s behavior.

There are several different approaches to work on runtime data of unit tests. Some
development tools collect only parts of the data, and discard information that is no
longer regarded relevant [1]. Others re-execute tests repeatately, collecting only the
data that is currently needed [5].

However, for a system-wide search these approaches cannot be used, as all data is
needed at once. A third, and maybe the most obvious approach, is to collect and store
everything that happens during the execution. This approach has been successfully
used to implement omniscient debuggers [2]. However, it is generally assumend that,
especially for large systems, this approach creates more data than can be handled in
a reasonable manner [1,2,5].

We want to challenge this assumption and propose that a modern database is ca-
pable of handling the trace data of unit tests even for business size applications. Re-
cent development in databases allows the fast execution of analytical queries on large
amounts of data [6]. This technology was already succesfully applied to static code
search [3]. However, this system does not include runtime information.
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2 Research Ildea

Execution traces of unit tests can be stored in a database. Then, an extension to
the developer’'s IDE can allow searching this data in a meaningful way. It does not
seem reasonable to expect the developer to formulate an exact query (e.g., in an SQL-
like language) of what she is looking for. Instead, a graphical interface can help with
the construction of the query. The developer begins with browsing the results of a
very broad query, which then can be refined incrementally, until the result set is small
enough so that each result can be examined individually. Using an in-memory will
ensure the fast response time that is necessary for performing incremental searches.

The research will show which data layouts are optimal for efficiently answering de-
velopers’ questions, how user interfaces can be designed to incrementally formulate
queries on execution traces, and how complex queries are that developers want to
ask.

3 Further Applications

There more useful applications to trace data, that can build upon a fast analytical
search. For instance, the IDE can quickly visualize execution paths and variable val-
ues that a developer should expect in a given method, show the typical history of an
object’s state, or provide a usage-search for virtual methods that is more precise than
the current search, based solely on static analysis.

Furthermore, it should be possible to implement an omniscient debugger on top of
the database. This debugger would not only allow forward and backward stepping, but
could also perfom semantic steps, such as

e “step to the next invocation of this method,”

¢ “find another invocation of this method (maybe even in a different trace), where
one parameter is different,” or

e “go back to the last step where this field was read or written.”

Until now, we only considered unit tests as a source for reproducible execution
traces. However, when the entire trace is stored, it does not have to be reproducible.
Thus, the proposed system could also be used to find non-deterministic bugs, for in-
stance, bugs that are caused by racing conditions or arbitrary output of external sys-
tems.

4 Summary

Searching code using runtime information can help to find code that implements a
feature of interest or to locate the source of a bug. An incremental approach should
allow to formulate complex queries that will yield a sufficiently narrow result set. Using
an in-memory database should ensure good response times even for large systems.
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Once a prototype is implemented, user studies will have to show which questions
are asked, how the construction of queries can be supported, and to which extend this
helper can increase developer productivity.
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Data Quality is an abstract measure of how well data can be utilized. Data Cleans-
ing is the process of establishing this quality. This report describes this process and
shows how to reduce the computational effort while keeping up the accuracy. More-
over, means to further automate the duplicate decision process are outlined.

1 Data Quality Services

“The only thing constant in life is change”! as the socio-economic change of the last
200 years shows. Developing from an agrarian society over the industrial and service
era, mankind has reached the information society age. Many companies now base on
and trade data. The enormous amount of data is continuously rising as well as the
rate of interchange between different stakeholders, whether companies, governmental
institutions, or divisions within.

To enable this interchange and to generally manage the mass of data, the informa-
tion’s data quality has to be high. This renders the data comparable, interchangeable,
searchable, etc. Data quality refers to the data being complete, relevant, trustworthy,
accessible, ..., and duplicate-free. Data cleansing helps assuring these properties.
Moreover, this activity shall be fast, cheap, and accurate.

Automatic data cleansing services promise to serve these requirements. A data
cleansing service identifying multiple representations of same real-world objects (du-
plicates) adheres to the following workflow shown in Figure 1.

1.1 Analyze Input

In the first phase, preparative tasks are performed. This comprises, for example, the
removal of noise (special or non-printable characters) or stop words. If the dataset
originates from different sources, the different schemas might be aligned to make the
datasets comparable. With that, attributes may have to be joined together (such as
street addresses) or be separated (such as given and family names). Records and
their properties have to be separated and sorted to be individually accessible. The
following sequence is applied.

"Heraklit of Ephesus
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1. Analyze Input 5. Calculate Closure

2. Select Pairs 4. Classify Duplicates

3. Calculate Similarity

Figure 1: Overall data cleansing workflow

1. The overall file type is examined. Depending on the type, record separators are
single characters such as newlines (plain-text, CSV) or further parsing has to
be performed (JSON, XML formats). In case of non-machine-readable formats,
information extraction techniques have to be applied, for example, to extract gen-
uine, relational tables from HTML documents [8] and similar. The same is true for
the attributes of the records.

2. Once the attributes are separated, they might have different schemas, e. g., if they
were structured and schema-free data such as XML files. To be able to compare
corresponding attributes of several records with each other, the attributes have to
be aligned, i. e., the schemas have to be matched [5].

3. The duplicate detection can be made even more effective if the datatypes of the
attributes are known. This is only rarely the case. Since instance data is avail-
able, the semantics of the attributes can be estimated [6]. All values of an attribute
are matched against reference data values. For very clean attributes this might
already suffice, for more polluted attributes or attributes for which no reference
data are available, features are extracted from these values and compared to the
features extracted from example data with known semantics. With this knowl-
edge attached to the attributes, specialized similarity metrics can be used. How-
ever, also the previous schema matching step can benefit from these techniques.
Same attribute values are likely to have the same datatype.

Until here, no duplicate detection has been performed.

1.2 Select Pairs

Comparing pairs of records is a highly parallelizable process. With the ability of SaaS
application to easily scale up, more processing power can be offered in short time. Yet,
the complexity of duplicate detection is quadratic (each record has to be compared
to each other record) which still renders it infeasible or at least ineffective (and too
expensive) to work on all records.
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Figure 2: Naive comparison: the base- Figure 3: Blocking: only elements within
line for saving comparisons (only dark each disjoint block (e.g., red) are com-
comparisons are actually performed) pared

Fortunately, the “duplicate” relation is symmetric and reflexive. Thus, only less than
the half of all comparisons have to be performed, because two records do not need
to be compared twice and a record does not need to be compared to itself. Figure 2
shows an illustration. Only the dark colored combinations have to be examined.

To further reduce the amount of comparisons, there exist comparison pair selection
algorithms that create disjoint or overlapping partitions of the data and also intentionally
ignore many pairs. To do that, they sort the elements regarding to a specific key and
put all elements with the same key into one cluster. Such a key could be, for example,
the (first two letters of the) family name for an address dataset or the year of first
manufacturing in a product database. It is common practice to generate different keys
to create different smaller clusters and to perform several runs for preserving the recall.
The precision depends solely on the similarity measures and the subsequent decision
on whether a pair is a duplicate or not. Figure 3 illustrates a blocking with disjoint
partitions.

Parameters such as the blocking key are usually tuned and developed by human
experts. Humans use their domain knowledge about the nature of the dataset and
then decide for the blocking key, e.g., some digits of the ZIP code. In the services
world, experts are not available and a service has to be self-configuring. Bilenko et
al. [1] present an algorithm that automatically proposes different blocking keys, but it
relies on the availability of positive and negative examples due to the machine learning
techniques employed.

The service will most likely not be in possession of such examples. However, to find
key candidate attributes, a service can make use of having many users with datasets
from similar domains. Blocking keys for one dataset perform comparatively well on
other datasets from the same domain, thus, they have to be retrieved only once per
domain.The automatic generation of blocking keys is described in Section 2.
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1.3 Calculate Similarity and Classify Duplicates

In this phase, the similarity between the records is calculated, that have been marked
as promising in the pair selection phase (Section 1.2). Once the pairs are selected,
specific similarity measures are applied on each pair of attribute values. There are
several general-purpose similarity measures such as Edit Distance, Jaro-Winkler, and
Jaccard similarity. However, knowing about the very nature of an attribute, common
misspellings, and — more important — acceptable differences (known from the analysis
phase (Section 1.1)), strongly increases the significance of the similarity measure.

After similarity scores for all relevant pairs are calculated, they have to be used to
decide, whether a pair of records should be regarded as duplicate. This can be done
via weighted sums or decision trees, for example. Section 3 outlines how the blocking
information can be re-used to take the duplication decision.

1.4 Calculate Closure

With the previous step, a list of duplicate pairs was declared. However, it is not clear
whether there are only pairwise duplicates. There are probably clusters of duplicates
from which only a small fraction is explicitly listed, up to this point. Thus, the pairs have
to be joined to clusters. For example, the transitive closure can be calculated or some
other clustering means has to be applied.

2 Blocking

It is possible to find suitable blocking keys (see Section 1.2) automatically for a dataset
equipped with a gold standard, the training dataset. Those blocking keys can be re-
used for datasets from similar domains lacking a gold standard [7], the fest datasel(s).
To be general and to support a large variety of data types, blocking keys are created
based on unigrams.

2.1 Problem Formalization

The formalized problem is as follows: Given a dataset and its schema, find a valid
blocking key (or a set of k valid blocking keys) that achieves the optimal trade-off be-
tween pairs completeness and efficiency. The details are explained below. A blocking
key consists of a set of unikeys. Each unikey is a combination of an attribute (e.g., ZIP
code) and a position within this attribute. Applying such a unikey on actual attribute
values yields said unigrams.

Validity

Usually, a dataset different from the training dataset will comprise other attributes. A
given blocking key is called valid in a test dataset, iff all of its unikeys are available in
the test dataset, both regarding the availability of the schema attributes as well as the
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attribute lengths. The attribute length is defined by the schema (e.g., a CHAR (100) in
SQL) or is infinite for other data sources (e.g., CSV files).

Pairs completeness

The pairs completeness [2, 4] is the measure of how many of the duplicates can be
found for a blocking key, i. e., how effective the blocking key is.

A blocking key is used to create a partitioning to pre-classify duplicate records. Sub-
sequently, a similarity measure is applied on each possible pair within each partition. If
the pair’s similarity is above a given threshold, it is treated as a duplicate, otherwise as
a non-duplicate. The ratio of actual duplicates among the declared pairs divided by all
duplicates is called recall and serves as the pairs completeness. In our experiments,
we replace such a similarity measure by a lookup in the true matches.

Efficiency

A blocking key is efficient if it uses relatively few comparisons to achieve a given pairs
completeness. Thus, the measure for efficiency is the average number of performed
comparisons for each found duplicate.

In practice, however, the number of comparisons should not exceed a fixed thresh-
old 6. We express efficiency by normalizing the number of comparisons ¢ according to
0 and subtract it from 1 to align it to the pairs completeness. Thus, efficiency is defined
as 1—(g)<10,1], assuming ¢ < 6.

This measure resembles the term Filtered Reduction Ratio [2]. Yet using the actual
number of potential comparisons (5-10'° for 100,000 tuples) in the denominator would
usually create a value close to 1. Therefore, we adapt the notion by Gu and Baxter,
but instead of a filtering step, we give the efficiency in relation to a baseline approach.
In our case this is the number of comparisons, the Sorted Neighborhood approach [3]
would have created.

Overall Blocking Key Quality (BQ)

A good blocking key should be effective and efficient. Therefore, we define the Over-
all Blocking Key Quality BQ as the harmonic mean between pairs completeness and

efficiency (BQ = %), where PC is pairs completeness and Ey is efficiency.

2.2 Key Generation Workflow

Automatic blocking key generation is performed in two steps. First, for a training dataset
with a given gold standard, all combinatorially possible blocking keys are evaluated.
Second, for a test dataset, typically lacking a gold standard, the previously created list
of blocking keys is iterated to find the best valid blocking key.

Fall Workshop 2012 213



Duplicate Decision for Data Quality Web Services

Training Phase
As the first step, good blocking keys are identified:
1. Generate all possible unikey combinations (i. e., blocking keys).

2. For each blocking key perform a duplicate detection experiment on the reference
dataset:

(a) If the number of comparisons exceeds the threshold 6, discard this blocking
key.

(b) Else, calculate the achieved overall blocking key quality (BQ) for the blocking
key.

3. Sort all non-discarded blocking keys descendingly by BQ.

Production Phase

The keys from the training phase can subsequently be used to find duplicates in test
datasets of similar domains.

1. For each blocking key in the previously calculated list, check for validity for the
current dataset.

2. For each remaining valid blocking key (still ordered by BQ), start a duplicate de-
tection run.

(a) If the number of comparisons exceeds a certain threshold, abort the run,
keeping the so-far detected duplicates.

(b) Else, finish the duplicate detection run until one of the following abortion
criteria is fulfilled: the desired number of passes have been executed, the
total number of actually performed comparisons over all runs exceeds a
threshold, the overall efficiency sinks below a given threshold (i.e., no or
not enough new duplicates are found), or the number of detected duplicates
is sufficient. Note that the thresholds might be domain dependent or given
by a user.

2.3 Evaluation

The experiments were performed on different random samples of two address datasets
examining 6 million blocking keys. Table 1 shows the most successful blocking keys
with regard to the number of found duplicates, comparisons, pairs completeness, effi-
ciency, and BQ. To compare, an “expert guess” — the ad-hoc blocking key [city-0,
familyname-0, givenname-0, zip-0] ahuman expert might have come up with
—only found 274 of the 804 duplicates to find. However, achieving a very high efficiency
value is typical for user-provided blocking keys.
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Just a bit of derivation in the attribute positions as in [city-0, familyname-0,
givenname-3, zip-1] had found seven more duplicates comparing one fifth fewer
records. The most successful blocking key found 86.69% of the duplicates, but used
— on average — 12,521 comparisons for each duplicate. In contrast, the most ef-
ficient blocking key only performed 27 comparisons per duplicate revealing only a
small fraction of all the duplicates. Finally, the overall best key ([familyname-0,
familyname—-1, zip-0, zip-1, zip-2]) was both, effective and efficient and
achieved very good results in both disciplines. The respective maximum values in
the table are emphasized.

Description Blocking key Found Compa- Pairs Effi- BQ
dupli- risons Com- ciency
cates plete-
ness
Expert guess [city-0, 274 258,077 34.08% 97.39% 50.49%

familyname-0,
givenname-0,
zip—-0]
Most duplicates [zip-0, 697 8,727,009 86.69% 11.80% 20.78%
and maximum zip-1,
pairs complete- zip-2,
ness zip—-3]
Least compar- [city-0, 214 5,781 26.62% 99.94% 42.04%
isons per dupli- familyname-0,
cate and most family-
efficient name-3,
givenname-3,
street-3]
Overall best [familyname-0, 672 407,232 83.58% 95.88% 89.31%
familyname-1,
zip-0,
zip-1,
zip—2]

Table 1: Selected outstanding blocking keys

To evaluate the ability for domain transfers of blocking keys between two datasets
from similar domains, we took a sample of another dataset. We chose the 300 best
blocking keys (according to their BQ) from the training dataset and performed duplicate
detection runs on them.

The absolute number of found duplicates vastly increased, because there are much
more duplicates in the test dataset. The overall numbers of comparisons stayed in the
same order of magnitude (remember that there is a cut-off at 10 million comparisons).
Only 131 blocking keys were valid, however the first invalid blocking key had rank 50,
thus the best blocking keys did actually work also on the test dataset. The average
overall blocking key quality is 94.29% due to a generally higher pairs completeness.
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This means that the duplicate characteristics resemble the blocking keys very well,
even with data from different languages and domains. Table 2 shows key figures for
the first 10 blocking keys.

3 Duplication Decision

It is common to weigh the similarities concerning to their relevance (for example, gen-
der might not be as relevant as family name) to calculate a weighted sum. If this sum is
above a given threshold, the pair is regarded as being duplicate, otherwise not. How-
ever, global thresholds are too inflexible. Different partitions might have completely
different similarity distributions. For example, John Does from a large city will be fre-
quent and only have tiny differences in their pairwise similarities. In contrast, another
partition (say) containing inhabitants of a smaller city will have very diverse similarities.
Applying a global high threshold will keep the John Does apart but will result in miss-
ing all the duplicates in the other partition. Applying a global low threshold will work
well in the second partition but will not classify any pair of John Doe as duplicate. A
global fixed threshold is easy to set by a user but will result in poor duplicate decision
capabilities.

Threshold-based Duplicate Decision The global threshold has to be adapted for
each block. Let there be two blocks of records. Block 1 contains pairwise similarities
between 80% and 95%, block 2 contains similarities between 30% and 90%. A theo-
retical, global threshold of 70% would result in an actual threshold of 90.5% for block 1
and 72% in block 2. Thus, the different similarity distributions within the specific blocks
are taken into consideration.

Blocking-key-based Duplicate Decision More flexibility is offered by a rule-based
approach. In this case, the similarities are used as predicates within a disjunctive
normal form or in a decision tree. With that, specific irregularities in the dataset can
be covered. For example, if the date and name similarities are above high thresholds,
the pair is regarded as a duplicate, ignoring, say, the city similarity. Also negative rules
are possible: if the dates of birth do not match, the pair is classified as non-duplicate
regardless of the (possibly high) similarity for family names.

Duplication classifiers need these parameters as input to aggregate a given set
of similarities between attributes of a duplicate candidate into a duplication decision.
Typically, these parameters change over domains, datasets, and even parts of the
data and a global parameter setting is too inflexible. For example, address records
might share the same ZIP code. For ZIP codes belonging to large cities, the city
name is irrelevant as well as parts of the phone number whereas for small cities, the
city name is very distinctive, because several smaller cities might share the same ZIP
code. Consequently, there should be different parameters for different partitions of the
dataset.

In the blocking phase (Section 2), partitions were generated whose participants
share specific characteristics. Those partitions (basing on blocking keys) can be re-
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used for the duplicate decision step. Following the pre-requisite, that a gold standard
for a training dataset is available, this standard does also serve for learning appropriate
rules for the duplication decision. Again, this knowledge can be transferred to other
datasets from similar domains. |. e., if the described city example is a general principle,
it will generally hold for other datasets. Creating a mapping from blocking keys to rule
sets will enable an automated duplicate detection service to autonomously decide on
duplication in new, unknown datasets.

4 Conclusion

The process of data cleansing in general and duplicate detection in particular poses
many research opportunities towards increasing effectiveness and efficiency and au-
tomating it as a whole. While it has been subject of innumerable efforts since more
than 40 years now, the Software-as-a-Service community did not yet fully investigate
the potential of the particularities of this new approach, namely having many different
customers and datasets from different domains as well as being used by unexperi-
enced users who cannot tune and tweak all the necessary parameters.

| presented the overall duplicate detection workflow (Section 1) and particularly
showed how to achieve a good blocking to reduce the computation effort while main-
taining accuracy (Section 2). Once these blocks are known, pairwise similarities can be
calculated. The next challenge is to make use of these similarities to actually classify
a pair of records as being duplicate. | presented two means to do that automatically
without human intervention (Section 3). The evaluation of this duplicate decision phase
is left as a next step.
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Integrated Software Development for
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In the recent years, improvements in robotic hardware have not been matched by
advancements in robotic software and the gap between those two areas has been
widening. To cope with the increasing complexity of novel robotic embedded systems
an integrated and continuous software development process is required supporting dif-
ferent development activities and stages being integrated into an overall development
methodology, supported by libraries, elaborated tools and toolchains. For an efficient
development of robotic systems a seamless integration between different activities and
stages is required. In the domain of automotive systems, such an overall develop-
ment methodology, consisting of different development activities/stages and supported
by elaborated libraries, tools and toolchains, already exists. In this report, we show
how to adapt an existing methodology for the development of automotive embedded
systems for being applicable on robotic systems.

1 Introduction

In novel robotics applications steady improvements in robotic hardware is not matched
by advancement in robotic software leading to an increasing gap between those two
areas. The increasing complexity of modern robotic systems requires to further sup-
port several different software development activities such as modeling, simulation and
testing that allow the incremental development of robot systems, starting with a sin-
gle sensor and resulting in a complex application. Elaborated tools and toolchains are
required to support the different activities and integrate them into an overall and well
structured development methodology. To realize an efficient software development pro-
cess, on the one hand, one has to provide libraries supporting individual development
activities at different levels, e.g., at the level of individual sensors and control functions
or at the level of systems or sub-systems, being incrementally composed. On the other
hand, a seamless migration between individual development activities and stages has
to be achieved. Furthermore, one crucial aspect that needs to be considered for a
large portion of robotic systems is real-time behavior.

Accordingly, the following aspects need to be considered for bridging the gap be-
tween hardware and software development in novel robotic systems: (I) An overall
methodology is required that supports (ll) different development activities like model-
ing, simulation and testing at (lll) different stages, e.g., simulation, prototyping and
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(pre-)production. Such a methodology has to be supported by (IV) elaborated tools
and (V) libraries integrated into (VI) an overall toolchain allowing a seamless migration
between the different development stages and artifacts. (VII) Simulation and testing
support is required for the stages, allowing to validate created functionality, developed
sub-systems or systems, e.g., by providing executable functional models, simulation
environments and plant models. (VIII) Last but not least, real-time constraints need to
be reflected.

As an example, in the automotive domain large complex real-time embedded sys-
tems are developed using different development stages, e.g., simulation, prototyping,
and pre-production. Advanced tools and libraries have emerged during the recent
years, integrated into sophisticated toolchains supporting different development stages
as well as a seamless migration between them. To deal with the increasing complexity
and to further reduce software development costs as well as time, advanced frame-
works for the distributed and component-based development have been developed. In
this report, we propose adapting the existing software development methodology used
in the domain of automotive embedded systems to support the software development
of novel, complex embedded robotic systems. The proposed methodology includes an
overall development process consisting of tools included into an overall toolchain as
well as libraries. We apply this existing approach to the domain of robotic systems and
evaluate as a proof of concept, which modifications have to be made. The approach is
evaluated using a mobile robot developed according to the adapted methodology. Spe-
cial attention is given to real-time constraints that need to be considered in a slightly
different way than in the case of automotive real-time embedded systems. Therefore,
we show a new approach for combining hard and soft real-time behavior in the existing
automotive framework.

The remainder of this report is organized as follows. Section 2 briefly discusses the
foundations of robotic as well as automotive systems and introduces a running exam-
ple for this report. Section 3 describes our development approach including different
stages and highlights our used tools as well as simulation and verification possibilities.
The report discusses related work in Section 4 and concludes in Section 5.

2 Foundations — Robotic and Automotive Systems

2.1 Robot Laboratory

For the evaluation of our research activities, we use our CPSLab' robot laboratory
consisting of three Robotino robots.? The robots can be equipped with several sensors
(e.g., laser scanner, infrared (IR) distance sensors, GPS like indoor navigation sys-
tems) as well as different actuators (e.g., servo motors, omnidirectional drive, gripper).
The general idea of our evaluation scenario is the realization of a variable production
setting, where robots are capable of transporting small pucks (representing goods in
a production system) to different locations. Robots have to fulfill different requirement,

1www.cpslab.de
2yww. festo—didactic.com
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e.g., they have to provide basic functionality like moving and avoiding obstacles in hard
real-time (reacting on obstacles within a few milliseconds). Further, the robots have
to reflect high level goals, e.g., energy saving of the battery, short routing to the desti-
nation points and optimizing the throughput while transporting the pucks. While basic
functionalities, such as obstacle avoidance, have to be realized in hard real-time, we
use existing libraries to realize higher functionalities such as path planning or creating
a map by evaluating measured distance values. The latter can rarely be realized un-
der hard real-time constraints because of insufficient libraries.® Furthermore, we run a
RTAI Linux operating system* on the robot to enable hard real-time execution.

As a running example, we use a single robot with the following hardware/ software
configuration: The robot has three wheels realizing an omnidirectional drive. The drive
unit provides an incremental encoder to realize odometry functionality, which calcu-
lates the relative position over time according to the drive speed and the orientation of
the omnidirectional drive of the robot. Due to the fact that this odometry calculation be-
comes more and more imprecise over time, we use an additional GPS like (NorthStar®)
indoor navigation system to correct the position in the long run. IR distance sensors
are used to avoid obstacles during movement. A more complex navigation logic uses
these sensors for maintaining a map® as well as computing an appropriate route for
the robot while avoiding obstacles.

2.2 Automotive Development Process

A commonly applied development process for the development of automotive embed-
ded real-time systems according to [4] is depicted on the left in Fig. 2. The develop-
ment process includes three different stages, namely the simulation, prototyping and
pre-production stage. During the simulation stages models are extensively used for
realizing control functionality as well as for representing the environment. At the pro-
totyping stage, a transition from a model-based to a software centric development ap-
proach is realized. Often, this is achieved by using code generators that automatically
derive source code from the models used in the previous stage. In the pre-production
stage, more and more aspects of the real system are involved, e.g., by using prototyp-
ing HW including the processor type (with additional debugging support) that is later
used. Furthermore, parts of the real plant enable a realistic validation of the real-time
behavior.

2.3 AUTOSAR

The AUTomotive Open System ARchitecture was invented to further support the devel-
opment of complex and distributed systems. AUTOSARS is the new de facto standard
in the automotive domain. It defines a layered architecture, standardized communi-
cation mechanism and a whole development methodology. Furthermore, it supports

3For path planning and creating a map the MRPT library is used (www .mrpt . org).
4www.rtai.org
5www.evolution.com/products/northstar/

waw.autosar.org
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the interaction between different car manufactures and suppliers. Figure 1 gives an
overview of the layered AUTOSAR architecture. The layer at the bottom represents

AUTOSAR AUTOSAR
Software Software AUTOSAR

Component Component Software

Interface Interface

ECU-Hardware

Figure 1: The layered AUTOSAR architecture according to the specification in [12].

the real hardware including microcontroller and communication busses. An abstraction
layer on top of the real hardware, included in the basic software layer, offers standard-
ized interfaces for accessing the HW. Further functionality realizing the OS behavior as
well as functionality for realizing communication is included in the basic software layer.
The AUTOSAR runtime environment (RTE) is responsible for realizing the communica-
tion from and to the top software application layer. Software components (SWCs) re-
alize application functionality at the layer on top. There, the architecture style changes
from a layered to a component based approach [12]. SWCs communicate over well-
defined ports using AUTOSAR interfaces, which are realized by the RTE layer. Each
SWC consists of an arbitrary number of so-called Runnables that specify the behavior
entities of each component.” Such Runnable entities are mapped on OS tasks, which
are scheduled and handled by the operation system included in the basic software
layer.

2.4 Automotive vs. Robotic Systems

In an automotive embedded system, usually applications are developed in such a fash-
ion that hard real-time capable functionalities are separated from soft real-time appli-
cations. For example, it is quite common to deploy soft and hard real-time functionality
on disjoint execution nodes and direct communication between them is avoided.

For robotic systems it is quite common to combine soft and hard real-time behavior
into one application. For example, a mobile robot needs to avoid obstacles under
hard real-time during navigation while calculating a route and updating a map. Both
functionalities need to be combined while predicting the execution time, e.g., of a route
planing algorithm, is often not possible.2 Thus, one difference between automotive
and robotic systems concerning the real-time behavior is, that soft and hard real-time
capable functionalities need to be more closely linked in robotic systems.

"The functionality of a Runnable can be realized by a C/C++ function.
8Execution time depends on the size of the map, which is usually not known before runtime.
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3 Development Environment

In this section, we describe our development environment, the tools and libraries used
in the different development stages as well as our test and verification possibilities dur-
ing system development. According to [4], we distinguish three development stages
at different levels of abstraction targeting specific key aspects, namely simulation, pro-
totyping and pre-production. Validation and verification activities are applied in each
stage according to the given abstraction level. On the left in Figure 2, the overall pro-
cess including the different stages is shown. In the following, we describe the applied
validation and verification activities of each stage in the form of the libraries, methods
and tools used. Furthermore, we show how to achieve an AUTOSAR conform sys-
tem realizing the complex behavior of the robot incrementally developed, validated and
verified during the different development stages.

MiL = model-in-the-loop

f Matlab/ Simulink/
MT/MiL Stateflow
»/Simulation Prototyping
stage / s
RP - =
= Robotino®View
TargetLink =] @ | Robotino®SIM
\ 4 oy /'n- g 1 -
HiL o= ‘
MT = model test \‘;/ SystemDesk
I _T

RP = rapid prototyping ST

SiL = software-in-the-loop 5 3

HiL = hardware-in-the-loop Pre-production | T |

ST = system test stage e e —

Figure 2: On the left are the three development stages according to [4] in combination
with our toolchain during software and system development on the right.
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3.1 Simulation Stage
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Figure 3: Odometry in MATLAB, which calculates the position from fix drive speed and
turn rate.

Individual functions as well as composed behavior, resulting from multiple individual
functionalities, are the subject of the simulation stage. Data flow models in the form of
block diagrams (e.g., MATLAB/Simulink) usually in combination with control flow mod-
els like Statecharts (e.g. Stateflow) are used [6]. Normally, function development is
done independent from platform specific limitations (memory capacity, floating point
calculation or effects resulting from discretization). Additionally, environment specific
signals and other real sensor values (e.g. produced by A/D, D/A converter or specific
communication messages) are ignored for the sake of simplicity. The goal of the simu-
lation stage is to prove that the functional behavior can work and as a result provides
a first proof of concept for control algorithms.

As depicted in Fig. 2 and according to the aspect (IV), we mainly use the MATLAB
tool suite including the Simulink and Stateflow extension in this development stage.
Let us consider the MATLAB model shown in Fig. 3, as an example modeling the func-
tionality of an odometry. It reads data from moving sensors to calculate changes in the
position over time according the actual orientation and movement speed of the robot. In
the simulation stage, such a model is used to apply a so-called model test (MT), where
individual functionalities can be simulated sending static input values to the model (e.g.,
drive speed and turn rate of the robot as in Fig. 3) and plotting the computed output
values as shown in Fig. 4. These one-shot/ one-way simulations are typical for the MT
step and do not consider the interaction with the environment or a plant model. More
complex behavior is constructed and validated in the form of individual functionalities
and running model-in-the-loop (MiL) simulations [4] including preliminary environment
models of the plant. At this point in time, feedback simulations validate the developed
functionality considering the dynamic behavior of the environment. Outputs are sent
to the plant model, which itself gives feedback used as input for the function blocks in
the next iteration of the MiL simulation. In such a manner, the overall control law can
be validated concerning basic constraints like stability, safety or reliability of the system
(V).

In the case of robotic systems, such a plant model can be represented at different
levels, e.g., by using models representing a single sensor, the behavior of a single robot
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using multiple sensors or in the case of a complex simulation realizing the behavior of
multiple robots as well as relevant parts of the logical and/or physical environment.
Using such a plant model in the context of a MiL simulation, we must bridge the gap
between our MATLAB models and the provided model of the plant (VI). For this pur-
pose, on the one hand, we use the RobotinoSim simulator in combination with the
graphical RobotinoView environment? to create plant models (cf. the upper path from
the simulation stage in Fig. 2). Therefore, we implemented a block library for MAT-
LAB in our development environment, which allows access to sensors (e.g., distance
sensors, bumper, incremental encoder, electrical motors) and actuators according to
requirement (V). The sensors and actuators can be accessed individually inside a MiL
simulation supporting the validation of the models (VIl). The RobotinoSim simulator
provides optimal sensor values excluding effects such as sensor noise. Therefore, on
the other hand, we can access the HW of the robot directly via a wireless LAN con-
nection. Due to the fact that we use the concrete HW in this simulation setting, we
could verify our functionalities and control algorithm with real sensor values including
measure errors and sensor noise.

To sum it up, on the right in Fig. 2, one can follow the toolchain used via the flow
arrows.’® However, we are not limited to the RobotinoSim tool in our development
approach. We use this tool to show the proof of concept, but in general it is possible
to create block libraries in MATLAB or use existing ones'! for other robots, simulation
frameworks or individual sensors/ actuators.

3.2 Prototyping Stage

The focus of this stage changes from design to implementation. While in the simulation
stage models are the main artifacts, in this stage the source code plays a major role.
In the following, we show how to support the prototyping stage at the level of more
isolated functional parts as well as at the level of the system behavior by using the
professional, commonly used tools of the automotive domain.

Function Level — TargetLink: In the automotive domain, code generators are com-
monly used to derive an implementation for the specific target platform. Usually, the
models from the simulation stage are directly used or refined until a code generation
step is possible. In our development environment, the tool TargetLink from dSPACE
is fully integrated into MATLAB and can automatically derive the implementation from
behavior models in form of C-Code. In this step, we use the same MATLAB blocks as
discusses in Section 3.1. So, we are able to seamlessly migrate (VI) our functions and
control algorithm from the model level, realizing continuous behavior, to the implemen-
tation level, realizing a discrete approximation of the original continuous behavior.'2
We can configure several characteristics of the desired target platform/ HW.

%In the following, we only mention the simulator, but we always use both tools together in combination.
Tools see: www.festo-didactic.com

10The described RP flow to the real robot is not shown in the figure.

" For example this toolbox: http://petercorke.com/Robotics_Toolbox.html

2Discretization is applied at different levels. E.g., fixed point variables are used for the implementation at
the data level or time continuous differential equations are mapped to discrete execution intervals at the
timing level. For further details compare [4].
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Position X

0 20 40 60 80 100
Position Y

0 20 40 60 80 100
Orientation

0 20 40 60 80 100

Figure 4: MiL (dashed line) and SiL simulation values of the odometry block.

Software-in-the-loop (SiL) simulation is a first step from the pure model execution
to a code-based testing. Certain assumptions can be validated by replacing more and
more models with code. While still executing the software on a host pc and not on
the real HW, different effects can be analyzed, which result from chosen configura-
tion parameters during code generation. Just as in the MiL simulation case, a SiL
simulation can be applied in MATLAB using the generated source code instead of the
original model. The developer can switch between the MiL and SiL simulation mode
in MATLAB. Therefore, he can easily compare the simulation results. Fig. 4, for ex-
ample shows the monitored results of the position as well as the orientation from the
MiL and SiL simulation runs of the odometry. The simulations run against the Roboti-
noSim simulator. In the MiL run (dashed line), appropriate values for the actual position
and orientation are calculated. Because of rounding (discretization) effects in the SiL
run, the calculated values are much too low. So, the difference between pure model
simulation and code generation becomes visible.

The problem in this special example could be fixed by choosing different values for
the discretization over time. Calculating the position each 0.02 time units (corresponds
to a scheduling with a period of 20 ms, cf. the constant value in Fig. 3) leads to very
small offsets in the position, which is often rounded to zero due to discretization. After
we identified the problem, we could easily fix it in the model. Instead of a 20 ms
period, we double it to 0.04 time units for calculating the position. After generating
code again, we could validate our assumption, which leads to a new requirement to
trigger the functionality of the odometry with a period of 40 ms. Using code generators
for automatically deriving the implementation realizing the behavior of initially created
models support the seamless migration from the model level to the implementation
level as well as allow to analyze effects arising from the implementation. Therefore, we
cover the aspects IV, VI, and VII developing robotic systems at this point.
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Figure 5: Mapping from MATLAB models to SWCs.

System Level — SystemDesk:

For more complex system behavior resulting from the composition of multiple indi-
vidual functionalities, we use the component-based architecture provided by the AU-
TOSAR framework. Individual functionalities provided by the MATLAB models are
mapped on components such as those depicted in Fig. 5. The generated source code
from TargetLink is mapped into the AUTOSAR SWC in the form of so-called Runnables.
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Figure 6: SWC architecture in AUTOSAR.

podinopanidayeIea

So, the same C-Code as in the SiL simulation is used and thus, a seamless inte-
gration (VI) of individual functions into the overall system behavior is achieved. In our
example, we split the MATLAB model into two Runnables, namely OdometryRunnable
and OmnidriveRunnable.'®> The SWC communicates to other ones over well defined
ports. Furthermore, the input and output values are mapped to AUTOSAR interfaces
with data entries and types respectively.

The AUTOSAR architecture consists of four SWCs'# (see Fig. 6). It realizes the
autonomous movement of the Robotino robot and includes the SWCs DriveOdome-
trySWC, DistanceSensorsSWC, NorthStar and NavigationLogicSWC. Each SWC pro-
vides the functionality such as that described previously in Section 2.1.

System Configuration: In addition to the architecture modeling and the separation of
functions in different SWCs, SystemDesk supports a task specification for the under-
lying operating system. Runnables can be mapped to different tasks. Furthermore,

13This separation allows us to trigger the two Runnables with different periods.
“Due to a better understanding, we choose this simple excerpt of a larger architecture.
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several task activation events including periodic and sporadic ones are supported and
additional scheduling information like periods and priorities can be modeled.

For a system simulation, one has to specify a concrete AUTOSAR conform sys-
tem configuration, which includes 1) a set of tasks, each consisting of one or more
Runnables, 2) one or more electronic control units, which are specialized proces-
sors, and 3) communication capabilities (buses) with a concrete mapping of messages,
which have to be exchanged. In the following, we describe the first point in more detail
using our running example.

22| CalculateDriveSpeed
E] Odometry

>
ES pistanceSensor 2] CalculateDriveSpeed || NorthStar
E OmniDrive E] Odometry - NorthStarReceive
DE
Trigger/pg ompletion
i =
f } f —— = >

0 10 20 30 40

Figure 7: Upper time line: scheduling of hard real-time functions. Lower time line:
combined hard and soft real-time scheduling.

The Runnables DistanceSensor, OmniDrive and CalculateDriveSpeed are mapped
to an OS task, which is executed with a period of 20 ms. A second task with the derived
period of 40 ms contains the Runnable Odometry (cf. Section 3.2). The resulting
execution of the Runnables and the schedule of the tasks is depicted in the upper time
line of Fig. 7. These four basic functions run under hard real-time constraints, so we
can be sure that all deadlines are met.

After adding more information to satisfy points 2) and 3), SystemDesk can real-
ize a system simulation. It automatically generates the required simulation framework
code according to the AUTOSAR standard, e.g., the RTE, messages, task bodies and
trigger events. Furthermore, existing source files, generated by TargetLink (from the
MATLAB models), are compiled and linked into the tasks. The complete system runs
in a special simulation environment inside the SystemDesk tool and considers the HW
configuration as well as OS task specifics. Again, this simulation is executed on a host
PC and thus belongs to the prototyping stage. As depicted in Fig. 2,we can validate the
overall system behavior in the three following scenarios considering the aspects (VI,
VII, and VIII): First, we can monitor different output values, messages and variables
inside the simulation environment itself. Second, we can connect the Robotino simula-
tion environment as a plant model, which interacts with the SystemDesk tool. Finally,
we are able to replace the plant simulator with the real robot. Therefore, we have to es-
tablish a W-LAN connection for the communication and to access the real sensors as
well as actuators. Unfortunately, this unpredictable connection can destroy the timing
behavior of the simulation, although the simulator tries to keep all deadlines. If we find
errors during our validation processes, we can change the configuration, architecture
or communication possibilities in SystemDesk and run our simulations again. Further-
more, we are able to re-import SWCs into MATLAB and therefore, switch between the
different development stages.

230 Fall Workshop 2012



3 Development Environment

According to the stage description in [4], Hardware-in-the-loop (HIL) simulations can

be applied in the prototyping stage too. In these kind of simulations, the "unlimited"
execution and testing hardware is often replaced by special evaluation boards with
additional debugging and calibration interfaces, which are similar to the final hardware
configuration. Due to limitations of our robot laboratory and missing evaluation boards,
we do not use such HiL simulations. However, the integration of such boards can be
carried out easily in the SystemDesk tool by changing the HW specification during the
system configuration step.
Adaptation to Robotic Systems: In contrast to classic (hard) real-time applications in
the domain of automotive embedded systems, robotic systems must realize functional-
ities, for which worst-case execution times (WCETSs) are hard or impossible to predict.
As a result, the integration of such behavior can only guarantee soft real-time con-
straints. In our application example, we use the NorthStar sensor, which is accessed
via a serial USB port. Due to the fact that we use the default Linux OS driver, the timing
behavior is unpredictable for that port. Additionally, we implement the navigation logic,
which uses this NorthStar sensor, with library function from the MRPT library (cf. Sec-
tion 2.1) for maintaining the map information of the explored topology. This includes
the dynamic instantiation of an unknown number of C++ objects (classes) at runtime,
what hinders the WCET estimation, too. Therefore, the WCET can rarely be estimated
at the range of a few milliseconds.

Due to te fact that AUTOSAR does not directly support such a combination of soft
and hard real-time behavior, we need to adapt the framework to realize it in such a
way that: (1) the schedule guarantees the preservation of hard real-time constraints
for the basic functionality and (2) the communication between soft and hard real-time
functionality is achieved as such that only consistent data is read.

In the first step, we separate the hard and soft real-time functions/ Runnables and
map them onto different OS tasks. A soft real-time task can be configured with a lower
priority in such a way that it will be interrupted by all hard real-time tasks with a higher
priority. Following this development guideline achieves the first requirement (1). For
the second one, we use special data events (DE) in combination with Sender/Receiver-
interfaces of the AUTOSAR standard. Such events can be used to trigger the execution
of Runnables inside an OS task. A DE is sent from the hard real-time task (resp.
Runnable) to trigger the execution of the soft real-time Runnable. The interruptible soft
real-time function produces another DE, iff, the requested output data is in a consistent
state (2). The hard real-time task can read the data in its next period and triggers the
soft real-time function again if required.

The lower time line in Fig. 7 illustrates the combined scheduling of soft and hard
real-time tasks. The soft real-time task is triggered via a DE generated by the Om-
niDrive Runnable. During execution, it is preempted in order to ensure the timing
deadlines of the other hard real-time Runnables. After the NorthStar Runnable has
finished its execution, it sends another DE to indicate completion, which includes that
the consistent data results can be read in the next period of the OmniDrive Runnable.

Our described development approach supports the prototyping stage of robotic sys-
tems very well. We are able to incrementally refine more and more information to spec-
ify the system while seamlessly integrating artifacts of the previous stages (VI). Activi-
ties like function development and system configuration can be applied in a round-trip
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engineering approach (I, Il). First, we develop the control functions in MATLAB (l1). Af-
terwards, we generate code using the TargetLink code generation capabilities (1V). At
this point, we can manually integrate additional, arbitrary functionality in C/ C++or use
existing libraries (V). As soon as sufficient code artifacts and libraries are provided, we
are able to use the code generation and simulation capabilities of the SystemDesk tool
(1V, VII). Existing SWCs, e.g., developed in a previous project can be seamlessly in-
tegrated into the system architecture and new components can be exported as library
elements for other projects. Additionally, we have shown the idea of creating a com-
bination of hard and soft real-time tasks using the AUTOSAR framework during this
stage (V).

3.3 Pre-Production Stage

Within the pre-production stage, usually, a prototype of the real system is built. This
prototype is tested against external environmental influences (such as temperature,
vibration or other disturbances). The goal of this stage is to prove whether all require-
ments and constraints are still met on the real HW. During this last integration of all
components and system parts, upcoming problems should be fixed as early as possi-
ble and before the final production of the product starts [4]. In our setting, we did not
built any HW prototypes. Instead, we integrate the overall functions, components as
well as the generated RTE and tasks to a complete system, compile and run it on the
target processor of the robot'®. So in this last step, we have no simulation semantic
and W-LAN connection to other tools. We can fully operate the behavior of the robot
in hard real-time. For verification, we use some hard real-time logging mechanism of
the robot OS. Furthermore, we can change the hardware composition of the robot by
adding or removing special sensors and actuators (see Section 2.1).

4 Related Work

Tackling the complexity of robotic and other embedded systems, we found a great deal
of previous work covering partial aspects of developing such systems. According to our
found aspects in Section 1 and our focus on the automotive domain, we combine the
existing development methodology from [4] and the AUTOSAR standard. We evaluate
our approach in a robotic production scenario using the component-based AUTOSAR
architecture [12]. Other frameworks often cover only parts of the found aspects. RT-
Middleware [1,2] and ORCA [5] focus on the specification of components including
interfaces and ports (aspects 1V, V, and VII). They lack the integration of an overall
methodology as well as architecture specification. Very similar to the AUTOSAR ap-
proach but with the focus on the robotic domain is the MOAST framework [3], which
covers the points Il, I, 1V, and partially VII. However, a seamless integration of an over-
all methodology and the support for different tools is missing. A good comparison with
other frameworks can be found in [8].

5We can automatically transform AUTOSAR compliant applications to the RTAI Linux.
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5 Conclusion

In the embedded world, testing and simulation are the major activities to verify the
behavior of the system [4]. We have made intensive use of the MATLAB, Robotino and
SystemDesk simulators. However, other simulators like Gazebo [7] or Webots [9] are
applicable as well.

Furthermore, there are other tools for modeling and simulation of AUTOSAR con-
form parts of the system architecture as the Real-Time Workshop(RTW) (MATLAB
extension) from the MathWorks company.'® The RTW extension is limited to compo-
nent functionality and interfaces. The overall system architecture description is needed
beforehand [11]. Parts of this description can be built by the Volcano Vehicle Sys-
tems Architect!” (VSA), which can import and export AUTOSAR conform architecture
description [10]. However, all these different tools can be used instead of the tools pre-
sented in this report, if the integration in the overall methodology as well as the support
for the different development stages is guaranteed.

Considering real-time constraints and combining hard and soft real-time tasks are
important because of the support for library functionalities in different use-cases. For
example, our navigation logic in this report cannot be done in a predictive amount of
time. Combining soft and hard real-time guarantees (1) a basic hard real-time be-
havior of the robotic system and (2) supports the development of complex algorithm
and higher system components. Existing robotic frameworks as the Robot Operating
System'® or Microsoft Robotics Studio'® are well established for developing complex
robotic systems. They have drawbacks concerning the integration of hart real-time
constraints.

5 Conclusion

We have shown in this report an overall methodology (l) along with different exemplary
development activities as well as artifacts on different levels of abstraction (ll, 1lI). We
know that not all tasks can be executed in HRT. Therefore, we have shown the idea
of combining different hard and soft real-time tasks into the overall system using the
AUTOSAR approach (VIII). Furthermore, we are able to integrate several tools and ex-
ternal libraries into our overall toolchain (1V, V, VI). However, we are not limited to the
tools we show in this report. This provided flexibility is stabilized by a clear structure
of different development stages (lIl) allowing a round-trip engineering for different func-
tions, the integration of components as well as the simulation and testing of the devel-
opment artifacts to the point of the complete system on the target platform. Therefore,
we adapt ideas of the automotive domain to the development of robotic systems.

As future work, we want to build a complex robot production scenario applying the
proposed methodology of this report and evaluate the interaction of soft and hard real-
time system parts.

www.mathworks.com/embedded-systems/
www.mentor.com/

WWW.rO0S.0org
www.microsoft.com/robotics/
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